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ARTICLE INFO ABSTRACT

Keywords: This paper presents a leakage-safe dataset and evaluation framework for weak supervision in
Weak Supervision fine-grained abusive clause classification of Chilean Terms of Service under annotation scarcity.
Legal NLP The corpus pairs 8,692 expert-annotated clauses from 100 companies with a decontaminated
Multilabel Text Classification pool of 11,104 unlabeled text chunks from 191 companies. We compare strict supervision, flat
Class Imbalance self-training, sequential hard pseudo-labeling, soft teacher—student distillation, and robust-loss
Low-resource NLP refinements across monolingual Spanish, multilingual, and legal-domain transformer backbones.
Terms of Service Evaluated on the categorization stage, i.e., on clauses known to be abusive, the best of eight

weakly supervised configurations improves Macro-F1 over strict supervision in all 15 backbone—
category settings, by 9.99% on average and up to 17.15%. Fixed in advance, soft sequential
distillation gains 7.08%. Micro-F1 declines slightly (—=0.30 and —1.29 points, respectively),
so the benefit concentrates on rare subtypes rather than aggregate accuracy. Soft sequential
distillation is the most reliable overall default, while focal-style and generalized cross-entropy
losses yield selective gains that a Friedman—Nemenyi analysis cannot distinguish from it.
Weak supervision is most effective for the “DARK” and “GRAY” clause families, and weak-
pool construction materially affects downstream performance. An end-to-end evaluation of the
complete detect-then-categorize pipeline shows, however, that these gains are confined to the
categorization stage: once detector errors are propagated, the advantage of soft distillation is
no longer visible and deployed performance is bounded by detector recall. Overall, uncertainty-
aware weak supervision substantially improves the fine-grained categorization of abusive clauses
under annotation scarcity, while end-to-end gains depend on improving upstream detection.

1. Introduction

In the burgeoning digital economy, Terms of Service (ToS) agreements govern the complex relationships between
online platforms and their users. In practice, however, these documents are often characterized by excessive length,
opaque legal language, and a profound power asymmetry between providers and consumers (Lippi et al., 2019; de la
Maza Gazmuri, 2003). Consequently, potentially abusive clauses, i.e., those that unfairly limit consumer rights or grant
disproportionate power to the provider, frequently remain undetected by the average user (Lippi et al., 2020).

The challenge of automated detection is compounded in the context of fine-grained abusive clause analysis. Abusive
contractual mechanisms are rarely articulated through simple, explicit formulations. Instead, they are often subtle,
context-dependent, and linguistically heterogeneous.

These difficulties are exacerbated in low-resource and region-specific settings, such as Chilean Spanish ToS (Loffler
et al., 2025, 2026). In this domain, the scarcity of expert-annotated data presents a significant bottleneck. Labeling
requires specialized legal expertise, making the process both costly and slow. Currently, the available Spanish-
language corpora are limited to 100 annotated ToS documents, where the distribution of clause classes is highly
imbalanced (Loffler et al., 2026).

While labeled data is scarce, a vast amount of contractual text remains accessible online without annotations,
suggesting a clear opportunity for weakly supervised approaches. This paper studies whether weak supervision can
alleviate data scarcity in the legal domain (Freitas et al., 2026). The core premise is that labels can be propagated
from models trained on a small set of expert-annotated clauses to a larger, unlabeled ToS pool, thereby expanding
the training signal for fine-grained recognition. However, whether such a strategy is genuinely beneficial for legal
multi-label classification at clause level remains an open question. Pseudo-label noise interacts poorly with extreme
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Figure 1: Overview of the weak-supervision framework. (a) Training: a fixed abusiveness detector T, filters the unlabeled
weak pool U, and a backbone-matched teacher T, trained on the gold corpus, labels the retained candidates. Soft-SDS
passes the teacher's probability vector together with an entropy-based confidence weight, Hard-SDS passes thresholded
labels, and Flat-ST bypasses the detector and pseudo-labels the whole pool with hard labels. The student S, is trained
on the union of gold and weak data. Robust-loss refinements change only the weak-label loss. Sup-Base omits the weak
branch entirely. (b) Evaluation: the categorization-only protocol applies the student to test clauses known to be abusive,
whereas the end-to-end setting gates the full test split with the detector: its false negatives propagate to the final output.

class imbalance (Kim et al., 2020; Wei et al., 2021; Arazo et al., 2020), overlapping subtype definitions, and the
contextual nature of legal abusiveness (Duarte and Berton, 2023; Loffler et al., 2025). Moreover, observed gains may
reflect genuine representation improvements, changes in calibration, or threshold shifts that favor rare labels (Kang
et al., 2020).

We provide a systematic study of when and how weak supervision improves the automated classification of
potentially abusive clauses in Chilean ToS. To support this investigation, we curated a clean weak-supervision pool by
collecting online Terms of Service from 191 companies operating in Chile. This resulted in a final processed dataset of
11,104 unlabeled text chunks, with structural statistics that closely mirror the existing expert-annotated corpus (Loffler
et al., 2026).

Through an extensive empirical evaluation, we analyze pseudo-label propagation across diverse transformer
backbones, including monolingual Spanish (Cafiete et al., 2023; Gutiérrez-Fandifio et al., 2022), multilingual (Devlin
et al., 2019; Conneau et al., 2020), and specialized legal-domain models (Niklaus et al., 2024). Our comparison is
organized as a methodological progression from a strictly supervised baseline and harder sequential pseudo-label
variants to soft-label weak supervision, followed by robust-loss refinement on top of the soft-label setup. Crucially,
all experiments are conducted under strict split hygiene, using a leakage-safe weak-supervision pool and held-out
ground-truth evaluation to ensure no contamination occurs. Figure 1 summarizes the framework, its main variants and
the two evaluation settings.

The main contributions of this paper are as follows:

e We present the first leakage-safe, cross-backbone benchmark of weak supervision for fine-grained abusive clause
classification in Chilean Spanish, covering monolingual, multilingual, and legal-domain transformer models.
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e We conduct a systematic comparison of weak-supervision strategies, from sequential hard pseudo-labeling to
soft-label distillation and robust-loss refinement.

e We show that, within the evaluated benchmark, soft sequential distillation is the most reliable overall default
strategy, whereas robust-loss methods provide selective, category- and architecture-dependent improvements
rather than a universal replacement.

e We provide an ablation analysis of weak-data construction, examining how text chunking methodology affects
downstream performance.

Overall, the study offers a controlled benchmark of weak-supervision design choices for low-resource, multilabel
legal classification, and yields practical guidance on soft-label transfer, robust-loss refinement, and weak-data
granularity.

The remainder of this paper is organized as follows. Section 2 reviews recent advances in Legal Natural Language
Processing (NLP) and weak supervision for imbalanced data. Section 3 describes the ground-truth corpus and the
newly curated weak-supervision pool. Section 4 details the proposed supervised and weakly supervised architectures.
Section 5 outlines the training protocol and metrics. Section 6 reports our empirical findings and ablations, followed
by a discussion in Section 7. Finally, Section 8 addresses the study’s limitations, and Section 9 concludes the paper.

1.1. Research Objectives

The primary objective of this study is to determine whether weak supervision can effectively alleviate the scarcity
of expert-annotated data for fine-grained, multi-label classification of potentially abusive clauses in Chilean Spanish
Terms of Service (ToS). In particular, the study examines whether pseudo-label propagation from models trained on a
limited annotated corpus can provide a reliable additional training signal for clause-level legal classification in a low-
resource setting characterized by strong class imbalance, overlapping label definitions, and context-sensitive forms of
abusiveness. A second objective is to develop and validate a leakage-safe weak-supervision corpus for this task. To
this end, the study constructs an unlabeled collection of ToS documents from companies operating in Chile, performs
chunking to clause-level text, and assesses whether the resulting unlabeled pool is suitable for pseudo-labeling. A third
objective is to systematically compare alternative weak-supervision strategies under a unified experimental protocol.
Specifically, the study evaluates sequential hard pseudo-labeling, soft-label distillation, and robust-loss refinement.
Then, it analyzes their relative effectiveness for improving multi-label abusive clause recognition under held-out
ground-truth evaluation. A fourth objective is to examine the robustness of weak-supervision gains across different
pretrained transformer families. For this purpose, the study compares monolingual Spanish, multilingual, and legal-
domain models to identify whether the benefits of pseudo-label-based training remain consistent across architectures
with different linguistic coverage and domain specialization. A fifth objective is to analyze when and how weak
supervision improves performance in this legal NLP setting. The study investigates whether observed gains are
associated with improved representations, calibration changes, or decision-threshold effects, particularly for rare labels
and difficult clause categories. Finally, the study aims to identify practical design choices for weakly supervised legal
text classification. In particular, it examines how the construction of weak data influences downstream performance
and seeks to derive empirically grounded guidance for building reliable weak-supervision pipelines for low-resource
legal NLP.

2. Related Work

This work lies at the intersection of legal NLP, weak supervision, and learning under class imbalance and label
noise. We review each in turn and then position the study with respect to prior work.

2.1. Legal NLP for Unfair Clause Analysis

Transformer-based models now support a wide range of legal NLP tasks, including judgment prediction, contract
analysis, and clause classification (Greco and Tagarelli, 2024). Progress has concentrated on high-resource languages
and established benchmarks, leaving region-specific settings comparatively underexplored (Loffler et al., 2025). This
matters for consumer-protection work in particular, because the definition of an unfair clause is fixed by national statute
and case law, so a model’s target concept does not transfer across jurisdictions even when the contractual language
superficially does.
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Foundational work by Lippi et al. (2019) established the feasibility of automated unfair-clause detection, framing it
as sentence-level classification over Terms of Service and demonstrating that supervised models can approach expert
agreement on the binary task. Subsequent work has extended this along two axes. One concerns explanation: Ruggeri
et al. (2022) pair clause labels with expert-written rationales, improving the interpretability of predictions at the cost of
a substantially heavier annotation burden. The other concerns task formulation: Dadas et al. (2024) recast detection as
retrieval-based ranking against a repository of known abusive clauses, which sidesteps some annotation cost but does
not address low-resource multilabel subtype prediction. In the Chilean context, Loffler et al. (2025) formalized abusive-
clause analysis as a two-stage problem, separating detection of problematic clauses from assignment of fine-grained
legal subtypes, and later work grounded subtype predictions in retrieved domain evidence (Loffler et al., 2026).

The resources available to the field have broadened considerably. Recent contributions include harmful-terms
datasets (Tsai et al., 2025) and multilingual privacy-policy and Terms of Service collections (Bernhard et al., 2025;
Galassi et al., 2025), which begin to correct the English-centric bias of earlier corpora and make cross-lingual
comparison possible. Complementary directions attack the problem from the knowledge side rather than the data side.
Ontology-based reasoning represents rights and obligations explicitly so that unfairness can be derived rather than
only classified (Molino-Pefa et al., 2025; Confalonieri et al., 2024), while domain-specific pretraining adapts general
language models to legal register and terminology (Colombo et al., 2024; Juttu et al., 2025).

For Spanish specifically, several pretrained families differ along the two dimensions that plausibly matter here,
language coverage and domain specialization, and the trade-off between them is an empirical question rather than
a settled one. BETO (Caifiete et al., 2023) and RoBERTa-BNE (Gutiérrez-Fandifio et al., 2022) are monolingual
models trained on large Spanish corpora and provide language-matched baselines. Multilingual models such as
mBERT (Devlin et al., 2019) and XLM-RoBERTa (Conneau et al., 2020) test whether broader cross-lingual pretraining,
and the greater capacity that usually accompanies it, compensates for the dilution of Spanish-specific signal. Legal-
domain models such as Legal-XILLM-RoBERTa (Niklaus et al., 2024) target specialized terminology directly. Prior
results suggest that which family is preferable is task-dependent (Loffler et al., 2025), and our benchmark is constructed
to answer this question for the present task rather than to assume it.

2.2. Weak Supervision and Pseudo-Labeling

Weak supervision covers learning from imperfect signals in place of exhaustive manual annotation: heuristic rules,
auxiliary models, and pseudo-labels over unlabeled data. Distant supervision, in its original formulation, transfers
labels through an external alignment or knowledge source (Mintz et al., 2009). In self-training, the supervision instead
comes from the model’s own predictions. A model trained on labeled data annotates unlabeled examples and is retrained
on the union. Early work established the basic procedure (Lee, 2013), and later teacher—student formulations showed
that it remains effective at modern scale when combined with noise injection and capacity asymmetry (Xie et al.,
2020). The central failure mode of this family is confirmation bias, in which the model’s own overconfident errors are
recycled as targets and progressively reinforced (Arazo et al., 2020). This risk is heightened precisely where supervision
is scarcest and where labels are ambiguous, which is the regime we study.

Knowledge distillation (Hinton et al., 2015) offers a different treatment of the same signal. Rather than committing
to a thresholded decision, the student learns from the teacher’s full predictive distribution, so that the relative probability
the teacher assigns to competing labels is preserved as supervision. In legally ambiguous settings, subtype assignments
overlap, expert judgments differ on borderline clauses, and a teacher posterior may carry information that a hard
negative destroys. Appendix A makes this argument precise for the multilabel case.

A large body of work seeks to limit the influence of unreliable weak labels by other means. Confidence-aware
filtering, curriculum-style staged exposure and semi-supervised sample selection all restrict which pseudo-labels are
used and when (Cascante-Bonilla et al., 2021; Zhang et al., 2021; Li et al., 2019), while complementary-label and
gradient-aware objectives regularize how strongly each contributes (Ahmed et al., 2024; Zhang et al., 2024). A further
line co-adapts the labeling process and the downstream model, either through meta-learning or by casting the problem
as bilevel optimization (Chen et al., 2025; Li et al., 2024), and programmatic frameworks automate the construction
and aggregation of labeling functions themselves (Akdag and Cicekli, 2024; Su, 2025; Peng et al., 2024). The choice
of divergence between teacher and student is also consequential, since forward- and reverse-KL objectives behave
differently when the teacher is unreliable, the former spreading student mass across the teacher’s support and the latter
concentrating it (Gu et al., 2024; Yao et al., 2025).
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A final line replaces a single pseudo-label source with agreement among several. Mixture-of-Agents annota-
tion (Onan et al., 2025), Bayesian weak-to-strong generalization (Cui et al., 2025) and representation-level consen-
sus (Hou et al., 2026) all pursue robustness through agreement rather than reliance on one model. The appeal is clear
when annotation targets are subjective or overlapping, as they are here, but the requirement of multiple trained models
or auxiliary views is a real cost in a low-resource setting. We evaluate a consensus baseline of this kind directly in
Section 6.6.

2.3. Learning under Noise and Class Imbalance

Noisy and imbalanced supervision has motivated a range of robust training objectives. Generalized Cross Entropy
interpolates between mean absolute error, which is robust to label noise but slow to converge, and cross-entropy, which
is the reverse (Zhang and Sabuncu, 2018). Focal Loss down-weights well-classified examples so that optimization
concentrates on hard or minority cases (Lin et al., 2017). Logit adjustment (Menon et al., 2020) and positive-class
weighting (Cui et al., 2019) instead correct for label prevalence directly, the former by shifting decision boundaries
according to estimated priors and the latter by reweighting the loss. We evaluate all four as refinements layered on
soft-label supervision, since they address a source of difficulty, i.e., extreme class imbalance, that is orthogonal to the
pseudo-label noise addressed by soft targets.

Beyond static reweighting, semi-supervised methods adapt pseudo-label thresholds dynamically so that rare classes
are not starved of supervision by a globally calibrated cutoff (Sirbu et al., 2025; Joy and Rahman, 2026), and auxiliary
balanced classifiers have been proposed to mimic a more even label distribution while still training on the full
dataset (Yang et al., 2025b). Augmentation-based approaches enrich minority representations through synthetic or
interpolative examples (Song et al., 2024; Yan et al., 2024; Ghosh et al., 2023), while multilabel methods exploit
label structure directly through co-occurrence reranking, imbalance-aware resampling, or contrastive prototypes (Yan
et al., 2025; Suyal et al., 2025; Audibert et al., 2024). Most of this literature assumes hard supervision on a fixed
labeled set. In weakly supervised multilabel classification the problem is different in kind. The learner must extract
what information the pseudo-labels contain without overfitting their errors, which makes robust losses a complement
to soft-label transfer rather than a substitute for it. We test this expectation directly by evaluating each refinement on
top of, rather than instead of, the soft-label pipeline.

2.4. Positioning

Our setting differs from most weak-supervision studies in three respects. First, the task is fine-grained abusive-
clause analysis in Chilean Terms of Service, where the label space is legally specialized, severely long-tailed, and
defined by statute rather than by annotator intuition. Second, the task decomposes naturally into binary detection
followed by family-specific multilabel categorization, and this structure is preserved by the methods we evaluate rather
than collapsed into a single flat problem. Whether that decomposition is worth preserving is one of the questions the
benchmark answers. Third, weak data construction is itself part of the problem rather than a preprocessing detail, since
the unlabeled pool must be decontaminated against the gold benchmark and segmented at a granularity that matches
it, and we show that this choice affects downstream performance more than the loss function does. Section 7.2 returns
to how these differences shape the results.

3. Data and Task Setup

This section introduces the legal and empirical setting of our study. Section 3.1 first describes the consumer-
protection context in which abusive clauses arise in online ToS. We then present the expert-labeled corpus in Section 3.2
and its label taxonomy in Section 3.3, including the three clause families used throughout this work. Next, Section 3.4
formalizes the detection and categorization tasks derived from this benchmark. Finally, Section 3.5 describes the
construction of the weak-supervision pool used to augment the limited expert-annotated data.

3.1. Problem Context

The analysis of online consumer contracts, such as Terms of Service, is an important legal and societal problem.
These contracts regulate the relationship between digital platforms and users, yet they are often written in lengthy and
highly technical language that is difficult for consumers to understand (Lippi et al., 2019; SERNAC, 2021; Loffler et al.,
2025). As a result, users may agree to clauses that restrict their rights, impose disproportionate burdens, or conflict
with applicable law without being fully aware of their implications (Jara Amigo, 1999; de la Maza Gazmuri, 2003).
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Table 1
Class Statistics for the detection tasks of the Chilean Abusive ToS Extended dataset.
Dataset Label Train  Val Test | Total
Joint ok 4999 719 1,441 | 7,159
abusive | 1,066 164 303 | 1,533
ok 5,642 818 1,617 | 8,077
DARK abusive 423 65 127 615
ok 5655 819 1,631 | 8,105
GRAY abusive 410 64 113 587
ok 5515 803 1,587 | 7,905
ILLEGAL abusive 550 80 157 787
All clauses 6,065 883 1,744 | 8,692

In the Chilean context, these concerns are governed primarily by Law No. 19.496 on the Protection of Consumer
Rights (“Ley de Proteccion de los Derechos de los Consumidores”, LPC). The problem is further exacerbated by the
cross-border deployment of standardized ToS, which are frequently drafted for other jurisdictions and then applied in
Chile without adequate legal adaptation (SERNAC, 2021; Loffler et al., 2025). This can give rise to clauses that are
incompatible with Chilean consumer law, including, for example, mandatory arbitration provisions or references to
foreign legal regimes that may improperly limit consumers’ access to local protections and remedies.

Automated analysis of such contracts is therefore valuable both for large-scale legal monitoring and for supporting
expert review (Dadas et al., 2024). At the same time, the task is challenging because legally problematic clauses are
heterogeneous, often subtle, and not always reducible to explicit rule violations (Loffler et al., 2025). This motivates the
need for datasets and models that can distinguish between directly unlawful clauses, clearly abusive but not explicitly
codified practices, and legally ambiguous cases.

3.2. Expert-Labeled Corpus

We use the extended supervised ground-truth (GT) corpus introduced in prior work on abusive clause analysis
in Chilean online consumer contracts (Loffler et al., 2025, 2026). The corpus consists of manually curated clauses
extracted from the Terms of Service of 100 companies, with a complete company list provided in the supplemental
materials. Legal experts reviewed these contracts in detail and annotated problematic clauses at the clause level.

The corpus is organized as a multi-label benchmark. Clauses may be labeled as non-abusive in the detection
setting, or assigned one or more fine-grained subtype labels in the categorization setting. The benchmark groups
problematic clauses into three top-level families: “ILLEGAL”, “DARK”, and “GRAY”. These families serve both
as a legal taxonomy and as the basis for the evaluation setup adopted in this paper.

Tables 1 and 2 summarize the train/validation/test distributions for the detection and fine-grained categorization
tasks, respectively.

3.3. Clause Families and Dataset Characteristics

The benchmark distinguishes three families of problematic contractual clauses. The ILLEGAL family contains
clauses that directly conflict with Chilean legal requirements or are explicitly prohibited. The DARK family contains
clauses that are clearly one-sided or abusive in practice, even when they are not unambiguously codified as illegal, such
as unilateral modification or unjustified termination provisions. The GRAY family contains clauses whose legality is
more context-dependent and open to interpretation, making them the most difficult to assess consistently. For a thorough
legal explanation of each class we refer to Loffler et al. (2025, 2026).

These families differ not only in legal character, but also in their empirical structure, see Table 2. ILLEGAL consists
of nine clause types and is highly imbalanced: two classes (“NA” and “LPC PRO”) account for roughly 60% of all
labels, while the rarest classes (“ng” and “COT”) each represent only about 1% of the dataset. This makes reliable
performance on minority labels especially difficult, particularly under Macro-F1 evaluation.

DARK consists of six clause types and is comparatively more balanced than the other two families, but exhibits
stronger label co-occurrence. Clauses in this category often combine multiple forms of one-sided contractual behavior,
leading to more complex multi-label patterns. One possible interpretation is that this family occupies an intermediate
position between clearly unlawful and highly ambiguous clauses: it is less constrained by extreme rarity than ILLEGAL,
yet less dependent on highly context-sensitive legal interpretation than GRAY.
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Table 2

Class statistics for the classification task of the Chilean Abusive ToS Extended dataset.
Dataset Label Train Val Test | Total
NA 234 34 67 335

LPC PRO 118 17 34 169

RC 68 10 19 97

LPC 56 8 16 80

ILLEGAL | LPCINT 54 8 15 77
LPC JUS 25 4 7 36

acp 13 2 3 18

ng 7 1 2 10

COoT 6 1 2 9

Total 581 85 165 831

ltd 197 28 57 282

cr 157 23 45 225

nod 47 7 13 67

DARK ter 29 4 8 41
er 27 4 8 39

ch 23 3 7 33

Total 480 69 138 687

des risk 132 19 37 188

des uni 130 19 35 184

des reser 127 18 36 181

bfe 53 8 15 76

GRAY des def 32 5 9 46
des det 27 4 8 39

des inf 21 3 7 31

des lic 15 2 5 22

des us 10 1 3 14

Total 547 79 155 781

GRAY consists of nine clause types and is also highly imbalanced. Five of the nine classes account individually
for only between 1.8% and 5.9% of the dataset, while the remaining four majority classes contain between 9.7% and
24.1% of samples. In addition to this imbalance, GRAY is the most open to legal interpretation, as many such clauses
depend heavily on contractual context and may not be uniformly assessed even by experts.

Overall, the dataset presents three central challenges for automated analysis. First, class frequencies are highly
imbalanced, with a small number of frequent labels and several rare ones. Second, labels often co-occur within the
same clause, especially in the DARK and GRAY families, where problematic language frequently combines several
overlapping concerns. Third, because expert legal annotation is costly and time-intensive, the amount of fully labeled
data remains limited relative to the complexity of the task. Figure 2 illustrates the label distribution and co-occurrence
structure of the dataset.

Together, these characteristics motivate the use of multi-label modeling to capture overlap between labels, and
they also motivate weakly supervised learning as a practical way to exploit additional imperfect supervision when
large-scale expert annotation is not feasible.

3.4. Task Formulation

We study abusive clause analysis in Chilean Terms of Service under a two-stage setting. The first task is binary
abusive clause detection, in which each clause is classified as either “Okay” or “Abusive”. The second task is fine-
grained abusive clause categorization, in which only abusive clauses are considered and may receive one or more
subtype labels.

Following the organization of the benchmark, the categorization task is analyzed separately for the three
clause families ILLEGAL, DARK, and GRAY. This decomposition is consistent with prior work on unfair-clause
analysis, where the screening of potentially unfair clauses is separated from the assignment of more specific legal

Loffler and Martinez Freile: Preprint submitted to Elsevier Page 7 of 34



Weak Supervision under Annotation Scarcity

175
N BRI = .w \ 250 R
LPC PRO 21 [BI3F 1 1 0 3 0 0 8 des uni 3 H 5 [ 0 1 0 0 150
250
RC 2 1 97 1 2 0 0 0 1 cr G H L 28 © B -200 des reser 4 ﬂﬂ 6 0 3 0 [ 0
125

IPC 1 1 1 8 4 0 0 1 0 200 bfe 30 s 6 (%6 1 2 2 2 a

LPCINT o o 2 4 77 0 o o o0 -150 desdef o o o 1 46 o0 o 0 1 [ 100

-150
LPCJUS o 3 o 0 0 36 0 0 0 ter 0 26 1 a1 0 1 des det o 0 3 2 o 39 o 1 0 -75
acp 0 0 0 0 0 0 1B 0 0 -100 B desinf 1 1 0 2 0 0 30 o 0

ng o o o0 1 0o 0 0 10 0 deslic o o o 2 o 1 o 2 o0

cOT s 8 1 0o o o o o 9 % -50 desus 3 0 o 4 1 0o o o 1 25
ch 1 15 o 1 3 5
C s & e
FLLELLEEE e 0 SO R R -0
3(} ORI N L s & -0 & be"@ & & &
(a) ILLEGAL (b) DARK (c) GRAY

Figure 2: Label co-occurrence matrices for the multi-label classification tasks. Diagonal elements represent the total count
of each label, while off-diagonal elements show the frequency of label pairs appearing in the same sample.

Table 3
Weak-supervision pool filtering breakdown.
Filter Stage Documents Chunks % of Total
Initial Raw Pool 251 15,785 100.0%
Manually filtered 18 3,276 20.8%
Noise Classifier 42 853 5.4%
Exact GT Overlap — 108 0.7%
Substring GT Overlap — 444 2.8%
Final Weak pool 191 11,104 70.3%

categories (Lippi et al., 2019; Loffler et al., 2025). It also reflects the fact that these families differ substantially in legal
interpretation difficulty, label imbalance, and co-occurrence structure.

Our main weak-supervision pipeline preserves this two-stage formulation by using clause detection as an upstream
filtering step for subtype categorization. In addition, we evaluate flat self-training variants that do not preserve this
structure, allowing us to assess whether task decomposition is beneficial in the weak-supervision setting.

3.5. Weak-Supervision Pool Construction

Because expert legal annotation is expensive and the GT corpus is relatively small, we construct a weak-supervision
pool from additional Chilean ToS documents. This pool serves as the unlabeled corpus for pseudo-label propagation
and self-training. Our goal is to provide additional in-domain supervision while minimizing distribution mismatch and
preventing leakage into the gold benchmark.

3.5.1. Document Acquisition and Quality Filtering

The collection process began with a target set of 251 companies maintaining a commercial presence in Chile.
Following the initial automated collection, we applied a three-stage filtering process that resulted in 191 usable ToS
documents, see Table 3.
The steps are as follows:

1. Manual filtering: we removed 18 empty, corrupt, or malformed PDF/HTML files, as well as obviously irrelevant
documents such as landing pages and job advertisements, leaving 233 documents.

2. Automated noise filtering: to further prune low-quality data, we implemented a lightweight quality-control
classifier. Using five manually identified noise documents, such as landing pages that contain no ToS content,
as a seed set, we trained a logistic regression model with TF-IDF features to detect and remove an additional 42
documents containing fragmented or non-contractual text.

3. Chunk-level overlap filtering: To prevent data leakage, we performed decontamination steps using literal,
Unicode-normalized, and substring-level overlap matching against the GT chunks. This process identified and
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Table 4
Statistics of the ground-truth (GT) labeled corpus and the curated weak-supervision pool.

Dataset / Split Companies Chunks Mean Median

Ground Truth 100 8,692 64.9 50
Train — 6,065 65.8 51
Val — 883 62.1 47
Test — 1,744 63.3 49

Weak Pool 191 11,104 46.6 42

removed 108 exact matches and 444 overlapping chunks, resulting in a final evaluation-safe pool with zero
remaining literal text intersections with the GT corpus.

The final weak-supervision pool consists of 11,104 high-quality, legally relevant text chunks drawn from 191
companies. We refer to the supplemental materials for details on the company list. This corpus provides a realistic
basis for studying pseudo-label propagation in a low-resource legal setting.

3.5.2. Distribution-Aligned Chunking Strategy

Because pseudo-label quality is sensitive to distribution mismatch and noisy predictions (Arazo et al., 2020), an
important challenge in our setting is ensuring that the teacher model is applied to text segments comparable in scope
and complexity to those seen during supervised training. To reduce noise from granularity mismatch, we designed a
two-stage, distribution-aligned chunking strategy.

1. Structural extraction: we used the unstructured' library with Spanish language support to partition documents
into logical units. To preserve the semantic integrity of legal headers and sections, we employed a chunk-by-title
strategy with permissive thresholds of up to 1,500 characters, avoiding arbitrary character-level splits that might
sever clause context.

2. Semantic refinement: Because structurally extracted paragraphs may remain excessively long, we applied a
sentence-aware re-splitting pass using spaCy’s es_core_news_sm model’. Any chunk exceeding 100 words

was recursively split at sentence boundaries and re-aggregated to target the GT median length of approximately
50 words.

This alignment is verified by the resulting corpus statistics. The weak-supervision pool features a mean length
of 46.6 words (median 42), closely approximating the ground truth dataset’s mean of 64.9 words (median 50). This
corresponds to a Kolmogorov—Smirnov (KS) (Massey, 1951) statistic of 0.15. A purely structural paragraph-level
segmentation without re-splitting resulted in chunks 2.3x longer than the GT, or a KS statistic of 0.54, significantly
degrading classification performance as our ablations show in Section 6.4.

4. Methodology

The central challenge in Chilean ToS analysis is the scarcity—imbalance bottleneck: expert-annotated labels
for fine-grained abusive subtypes are rare and highly imbalanced, yet unlabeled text is abundant. We address this
by integrating distant supervision, teacher—student learning, and noise-aware optimization into a common weak-
supervision framework. Our methodological focus is not on a single monotonic sequence of architectures, but on
a progression from stricter and harder pseudo-label formulations toward soft-label weak supervision, followed by
selective robust-loss refinement. Figure 1 gives an overview of the framework, showing the training pipeline with its
main variants and the two evaluation settings used in this paper.

4.1. Problem Formalization and Notation
Let D‘é‘; denote the ground-truth detection set and DCGIST the ground-truth categorical set for abusive subtypes. We
further assume access to a large, decontaminated unlabeled pool U of Chilean ToS fragments. Our objective is to

Ihttps://unstructured.io/, version 0.22.18
’https://spacy.io/, version 3.8.14
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optimize a student classifier .S using an expanded categorical training set

B0 = Dl U DL,
where the weak-label set D;ﬁ;ak is generated by a teacher model T applied to U".

We begin from a strict supervised reference point, denoted Supervised Baseline (Sup-Base). This configuration
follows the two-stage task structure of abusive clause analysis: a binary detector T, identifies abusive clauses, and a
categorical classifier S, trained only on D”GI;, predicts subtype labels. Sup-Base provides the expert-only reference
corresponding to Chilean annotated data alone.

To distinguish the effects of weak data from those of task decomposition, we also define a harder single-stage
control, denoted Flat Self-Training (Flat-ST). This configuration collapses the pipeline into a direct pseudo-labeling
setup (Lee, 2013; Xie et al., 2020) by propagating labels across U" without detector-based filtering. Flat-ST therefore
tests whether gains stem merely from weak-data exposure or from preserving the detection—classification hierarchy.

A second harder variant is Hard Sequential Distant Supervision (Hard-SDS). Hard-SDS preserves the sequential
structure of the task, but propagates discrete pseudo-labels from the teacher to the student. Comparing Hard-SDS
against Flat-ST isolates the effect of task decomposition under weak supervision, while comparing Hard-SDS against
soft-label methods isolates the effect of label form. Because Hard-SDS reduces teacher outputs to thresholded
decisions, it remains vulnerable to confirmation bias and pseudo-label error reinforcement (Arazo et al., 2020). For
this reason, we treat it as an informative sequential baseline rather than the preferred default.

4.2. Soft Sequential Distant Supervision

Our main weak-supervision method is Soft Sequential Distant Supervision (Soft-SDS). Soft-SDS retains the
sequential teacher—student structure, but replaces hard pseudo-labels with soft probability targets under a knowledge-
distillation view (Hinton et al., 2015). Instead of training on thresholded teacher decisions, the student learns from the
teacher’s full multilabel probability vector over the retained weak instances. This is particularly appropriate in legal
clause analysis, where subtype assignments may be ambiguous, overlapping, or weakly expressed.

The optimization objective is

£=£CE+j’sofI£soft’ (1)

where L denotes the supervised loss on ground-truth instances from DCGI; and L, +, denotes the confidence-weighted

loss on weak soft targets from D/ .
weak

For each weak example x; € Di{izuk’ the teacher provides a soft multilabel target y, € [0, 11€!, where C is
the set of subtype labels in the corresponding task. We additionally assign each weak example a scalar confidence
weight w; € [0, 1] derived from the uncertainty of §,, so that sharper teacher predictions contribute more strongly and

uncertain pseudo-labels exert less influence (Kendall and Gal, 2017; Sohn et al., 2020). We therefore define

zxieD%:ak w; BCE(S,5(x;),¥:)

inepcls w,»
weak

Loopt = ; @

where BCE(-, -) denotes binary cross-entropy with soft targets. Because the task is multilabel rather than multiclass,
we model each label as an independent soft binary decision and therefore use BCE with soft targets as the primary
distillation objective. This can be interpreted as an independent-label analogue of distribution matching, while avoiding
the simplex constraints of multiclass KL-based distillation.

The confidence score is computed from the average binary entropy of the teacher probabilities:

1 - - - -
w;=1- ICllog2 > [_yic log jjc = (I = yic) log(l = ;) |- ©)
g ceC

Thus, weak examples whose teacher probabilities are close to 0 or 1 receive larger weights, whereas examples with
many near-uncertain label probabilities are down-weighted. In this way, Soft-SDS combines structure-preserving weak
supervision with uncertainty-aware soft-label learning. Throughout the paper, we treat Soft-SDS as the main default
weak-supervision method against which harder variants and refinement strategies are compared.
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The choice of soft over hard targets is not only an empirical preference. Because the gradient of binary cross-
entropy with respect to a logit is the signed discrepancy between prediction and target, thresholding a teacher posterior
7. perturbs that gradient by min(y,, 1 — 7,), i.e., the teacher’s own estimate of its per-class error probability. This
offset is largest where the teacher is least certain, and it is systematic rather than stochastic, so it accumulates instead
of averaging out. Thresholding is also not neutral with respect to class frequency, since a diffuse posterior over a
rare subtype rarely clears the threshold at all. Appendix A derives both properties, and Section 6.4.1 reports the
measurements that confirm them.

4.3. Robust-Loss Refinements

Although Soft-SDS reduces some of the brittleness of hard pseudo-label propagation, pseudo-label noise and class
imbalance remain central challenges. We therefore study a family of robust-loss refinements that preserve the same
sequential soft-label pipeline while modifying the weak-label objective.

These refinements keep the teacher—student structure and weak-data construction of Soft-SDS fixed, but replace or
augment the weak-label loss with objectives designed to improve robustness under noisy and imbalanced supervision.
They are not introduced as universal replacements for Soft-SDS. Instead, they are treated as refinement mechanisms
that may provide additional gains in particular clause families or backbone architectures.

Because abusive clause categorization is a multilabel problem, we model each class ¢ € C as an independent
binary decision. Let . = o(z,) denote the student’s predicted probability for class ¢, derived from logit z,., and let
P € [0, 1] denote the corresponding target, which may be either a hard ground-truth label or a soft teacher probability.
We define the target-aligned probability

pr=pJ.+ A =p)1=J.), )

which is the probability that the student assigns to the outcome indicated by the target, taken in expectation over the
target when p, is soft. For a hard target, p, € {0, 1}, p, equals y. or 1 — y, and approaches 1 as the prediction agrees
with the label. For a soft target with 0 < p, < 1, p; is affine in y, and bounded above by max(p,, 1 — p.) < 1. It cannot
reach 1 for any prediction. We discuss the consequences below. For reference, the per-class BCE term is

Lty = = [pelog(Go) + (1 = plog(l - )] )

Focal Loss (FL) (Lin et al., 2017) modifies BCE by down-weighting easy examples and concentrating learning on
harder or minority cases. To adapt it to soft pseudo-labels, we use

[’SaftFocal = 2(1 - pt)y : EE;)CE’ (6)
ceC
where y is the focusing parameter. In our experiments, we evaluate y € {1.0,1.5}. For hard targets this recovers
the standard focal behavior. As the student prediction approaches the label p, — 1, the modulating factor (1 — p,)"
suppresses the loss, hence, harder mismatches receive larger updates.

For soft targets the modulation behaves differently, because p, < max(p.,1 — p.) < 1 whenever 0 < p. < 1. The
modulating factor then never vanishes and the loss is not driven to zero, not even when the student reproduces the
target exactly. At y, = p,, that is, the minimizer of the BCE term, p, = pg +(1- pc)z, which equals 0.5 for p, = 0.5
and approaches 1 only as p, approaches 0 or 1. In the limiting case p, = 0.5 of a maximally uncertain target, the factor
is (1 — p,)¥ = 277 for every prediction. This means that the focal term reduces to a constant down-weighting of the
BCE for that class.

More generally, for a soft target the modulating factor ranges over [min(p,, 1 —p,)?, max(p,, 1 —p.)"] as y, sweeps
from one extreme to the other, and this range narrows to a point as p, — 0.5. Soft Focal Loss therefore concentrates
the learning signal on mismatches only where the teacher is confident, and acts as a bounded, target-dependent down-
weighting where the teacher is uncertain. This is complementary to the instance-level weight w; of Eq. (3), which
down-weights uncertain weak instances as a whole, whereas the focal factor adds a per-class modulation that is weakest
exactly where the soft target carries the least information.

The same upper bound on p, applies to the Generalized Cross Entropy (GCE) (Zhang and Sabuncu, 2018) term,
whose per-class loss is likewise bounded away from zero for uncertain soft targets. GCE is designed to reduce the
influence of extreme outliers and mislabeled examples. In our multilabel soft-target setting, it is defined as

1- p?
Locp =), : @)
ceC 4q
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Table 5

Main method configurations evaluated in this study.
Method Labels View Sep.  Design Goal
Sup-Base None  Yes Supervised baseline
Flat-ST Hard No Hard-label control
Hard-SDS Hard Yes Sequential hard-label baseline
Soft-SDS Soft Yes Soft-label weak supervision
Soft-SDS + Robust Loss  Soft Yes Loss refinement

where g € (0, 1] controls the degree of noise tolerance. We evaluate GCE at ¢ = 0.7.

Optionally, we refine these losses via two alternative mechanisms. First, Logit Adjustment (LA) (Menon et al.,
2020) addresses class imbalance by shifting logits according to class prevalence before computing prediction
probabilities. Let z, denote the empirical prevalence of class ¢ in the training set. We define

z'c =z, — tlog(x,), 8)
where 7 = 1.0 in our experiments. Predictions are then computed as y, = o-(zé ), after which BCE or Soft Focal Loss

is applied.
Second, we implement imbalance-oriented refinement via positive class weighting (PW) (Cui et al., 2019). Let
+

N, . .
=N denote the empirical positive prevalence of class c, and define

1 -,
w, = . ©)

e

The corresponding weighted BCE becomes

Low == Y, [we - ploge) + (1 = p)log(1 = 3,)] (10)

ceC

In combined formulations such as Soft Focal + PW, this weighting is applied within the BCE component before the
focal modulation.

Taken together, these refinements define a family of optimization-level modifications layered on top of the Soft-
SDS pipeline. Their role is to test whether category-specific refinement can improve over the strongest overall default.
Table 5 summarizes the main configurations evaluated in this study. The principal comparison is between the supervised
baseline, harder pseudo-label variants, and the Soft-SDS default, with robust-loss methods evaluated as refinements.
Figure 1(a) marks the path that each configuration takes through the training pipeline.

5. Experimental Design

This section details the experimental framework used to evaluate the methodological choices introduced in Sec-
tion 4. Our experiments are designed to test whether weak-supervision gains generalize across language specialization,
model scale, and legal-domain pretraining, and to determine which form of pseudo-label integration provides the
strongest overall default for low-resource legal clause classification. Accordingly, we organize the evaluation around
four primary methodological axes:

1. Supervised vs. Weakly Supervised Learning: Comparing the expert-only supervised baseline (Sup-Base) against
sequential and non-sequential weak-supervision variants.

2. View Separation vs. Direct Self-Training: Assessing the value of preserving the detection—classification
hierarchy by comparing sequential methods against the flat self-training control (Flat-ST).

3. Harder Variants vs. Soft-Label Weak Supervision: Evaluating whether soft-label sequential distillation (Soft-
SDS) improves over harder pseudo-label formulations such as Flat-ST and Hard-SDS.

4. Soft Supervision vs. Robust-Loss Refinement: Measuring whether robust-loss objectives layered on top of Soft-
SDS provide additional category-specific or architecture-dependent gains.
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5.1. Backbone Models
We select a diverse set of transformer encoders to assess the robustness of our weak-supervision strategies across
different pretraining regimes. The main text focuses on five representative backbones:

e BETO (Caifiete et al., 2023) is a monolingual Chilean Spanish BERT (Devlin et al., 2019) model serving as our
primary language-matched reference.

e RoBERTa-BNE base (Gutiérrez-Fandifio et al., 2022) is a monolingual Spanish model from a different
pretraining family than BETO, used to verify that findings generalize across Spanish corpora.

e RoBERTa-BNE large is its higher-capacity variant, included to separate the effect of pretraining family from
that of model scale.

o XIL.M-RoBERTa Large (Conneau et al., 2020) is a high-capacity multilingual model used to test if scale can
compensate for language specialization.

e Legal-XLLM-RoBERTa (Niklaus et al., 2024) is a multilingual model pretrained on legal corpora, targeting
domain-specific lexical patterns.

For all experiments we use a single fixed BETO detector, chosen for its strong and reliable performance on this
task (Loffler et al., 2025, 2026). Because the detector is shared, every backbone receives an identical set of weak-pool
candidates, such that differences between backbones cannot be attributed to differences in which unlabeled clauses
were selected. For the categorical stage, however, each backbone serves as its own teacher. Teacher and student share
an architecture and differ only in their training data.

This deviates from the common practice of distilling from a larger teacher, and the choice is deliberate. The
independent variable in this study is the backbone, and the quantity of interest is the effect of the form of the weak label
(hard versus soft, sequential versus flat). A single strong teacher shared across all students would confound these two
factors, because observed differences would then reflect the capacity gap between that fixed teacher and each student
rather than the properties of the weak-supervision strategy. Backbone-matched pairing holds the teacher’s inductive
bias, tokenization and pretraining distribution fixed relative to the student, which isolates the label-form effect we set
out to measure.

A second consideration is specific to the low-resource regime. The teacher is trained on 550, 423 and 410 gold
clauses for ILLEGAL, DARK and GRAY respectively. At this scale, teacher quality is bounded by the available
supervision rather than by parameter count, so a larger teacher does not straightforwardly imply a better teacher. We
tested this directly with a cross-architecture control in which an XLM-RoBERTa large teacher supervises a BETO
student under otherwise identical conditions. Averaged over three categories and five seeds, the stronger teacher
changes Macro-F1 by +0.32 points (95% CI [—1.88, +2.66], paired -test p = 0.79, winning in 8 of 15 runs), which is
indistinguishable from no effect. Backbone-matched pairing therefore costs nothing measurable here, and we retain it
for the experimental-control reason given above.

The additional robustness backbones mDeBERTa-v3 (He et al., 2022) and RoBERTalex (Gutiérrez-Fandifo et al.,
2021) are reported in the supplemental materials.

5.2. Evaluation Protocol and Hyperparameters

To ensure the rigorous assessment of model performance and the reproducibility of our findings, we adopt a
standardized evaluation and training protocol. All categorical results are computed exclusively on the ground-truth
test splits of the categorical tasks (categorization-only setting, Figure 1(b)). By evaluating only on known abusive
clauses, we ensure that fine-grained subtype errors are not masked by the high frequency of non-abusive samples. We
utilize three primary metrics to capture different facets of model performance. First, Detection F; measures the binary
effectiveness of the initial detection stage. For categorical performance, we report Micro-F; and Macro-F;. Let T P,,
FP,, and FN, denote the true positives, false positives, and false negatives for a specific abusive subtype ¢ € C. The
metrics are defined as:

ZCECQ' : TPc
ZCEC(Z -TP,+FP.+FN,)

Micro-F; = 1D
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2.-TP,

1
Macro-F; = — 12
acromfi |C|C’EZC2-TPC+FPC+FNC 12

While Micro-F; provides an aggregate measure of instance-level reliability, Macro-F is our primary metric of
interest, as it assigns equal weight to rare but legally critical subtypes, such as the rarest ILLEGAL clause types.

Regarding training, all models are trained under a unified regime to facilitate a fair comparison across backbone
architectures. We employ a learning rate of 3 X 107 and an effective batch size of 32, realized with gradient
accumulation. Training is conducted for a maximum of 50 epochs, using early stopping with a patience of 20 epochs
based on validation Macro-F; to prevent overfitting while ensuring convergence on rare labels. We report mean +
sample standard deviation across five independent runs initialized with different random seeds. Every comparison on
which we base a claim is additionally accompanied by a paired significance test, a multiplicity correction and an effect
size, as set out in Section 6.5.

All weak supervision experiments maintain strict split hygiene. Teacher models are selected based on validation
performance within the ground-truth splits, and the test set remained strictly untouched until final evaluation. The
unlabeled pool U is decontaminated to remove overlaps with any ground-truth data before propagation. In the
sequential SDS variants, the teacher identifies candidate abusive clauses in the weak pool, which are then labeled
as either hard pseudo-labels or soft probability targets before being merged into the student’s training set.

5.3. Ablation Studies

A critical design decision in distant supervision involves the structural granularity, i.e., the chunking strategy, of the
unlabeled instances in U". Legal contracts typically consist of long, nested paragraphs, and the chunking strategy may
strongly affect weak-supervision performance. To ensure that the performance gains are not negated by a structural
distribution mismatch or shift, we ablate two distinct chunking strategies for the unlabeled pool.

We compare our distribution-aligned chunking with paragraph-level segmentation without the semantic refinement
in Section 6.4. As part of our experimental validation, we test the sensitivity of Soft-SDS variants to this alignment.
This comparison allows us to determine whether distributional alignment reduces the inherent noise mismatch and
improves the stability of pseudo-label propagation.

6. Results

We organize the results around the methodological questions introduced in Section 5. First, Section 6.1 compares
our weakly supervised training regime to strong baselines. Next, Section 6.2 examines whether weak supervision
improves over strict supervision. Section 6.3 then shows the effects of noise robust loss functions and their extensions
on different tasks and backbones, and Section 6.4 reports the ablations on the architecture components, i.e., task
decomposition and label form, as well as on the weak-data construction. Section 6.5 tests the statistical significance of
the main comparisons, Section 6.6 compares Soft-SDS against external weak-supervision baselines under a common
protocol, Section 6.7 evaluates the complete two-stage pipeline with error propagation, and Section 6.8 analyzes
pseudo-label quality and teacher sensitivity.

6.1. Competitive Performance Analysis

This section tests whether weakly supervised training outperforms not only standard fine-tuning, but also stronger
LLM-based baselines that are prompted via few-shot learning or Retrieval-Augmented Generation (RAG). To
demonstrate this, we compare models trained using our framework against strong baselines in Table 6, such as the
open-weight or proprietary LLMs Qwen3 (14b/235b) (Yang et al., 2025a), DeepSeek-v3.2 (671b) (DeepSeek-Al et al.,
2025), Meta Llama 3 (70b) (Dubey et al., 2024), and OpenAl GPT 5.2 (Singh et al., 2025) and OSS (120b) (OpenAl
et al., 2025). The comparison also includes simpler baselines such as SVM (Cortes and Vapnik, 1995) with TF-IDF
features and Majority Vote based on multilingual E5 (Wang et al., 2024) embeddings. For more specific details on
these strong baselines we refer to Loffler et al. (2026).

The results show that our training framework is especially competitive on the DARK and GRAY categories, where
it often matches or surpasses the strong LLM baselines. For instance, BETO with our training method achieves the best
DARK Macro-F1 (0.65) and DARK Micro-F1 (0.82) in the entire table, exceeding the strongest RAG competitors such
as Qwen3 14b (0.62/0.79) and GPT 5.2 (0.61/0.79), as well as all few-shot GPT 5.2 variants, while BETO has only 110
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Method ILLEGAL DARK GRAY

etho Macro-F1 Micro-F1 Macro-F1 Micro-F1  Macro-F1 Micro-F1
Baselines

SVM (TF-IDF) 0.36+0.02 0.64+0.01 0.43+0.02 0.77+0.01 0.59+0.02 0.70+0.02

Majority Vote (M-E5 embeddings) 0.46+0.00 0.71+0.00 0.51+0.00 0.76+0.00 0.57+0.00 0.67+0.00
RAG methods

GPT 5.2 0.55+0.02 0.71+0.02 0.61+0.01 0.79+0.00 0.68+0.01 0.73+0.01
Qwen3 235b 0.42+0.02 0.66+0.00 0.61+0.04 0.79+0.03 0.65+0.02 0.73+0.00
Qwen3 14b 0.49+0.01 0.72+0.01 0.62+0.00 0.79+0.00 0.70+0.02 0.77+0.01
DeepSeek-v3.2 0.45+0.02 0.63+0.03 0.56+0.06 0.74+0.03 0.63+0.01 0.72+0.01
Meta Llama3 70b 0.44+0.02 0.64+0.01 0.50+0.14 0.60+0.12 0.66+0.02 0.73+0.01
GPT OSS 120b 0.46+0.02 0.68+0.02 0.55+0.02 0.76+0.02 0.65+0.01 0.71+0.00
Few-shot methods

GPT 5.2 (5-shot) 0.35+0.01 0.44+0.02 0.62+0.01 0.70+0.01 0.63+0.01 0.68+0.00
GPT 5.2 (3-shot) 0.44+0.02 0.51+0.01 0.58+0.01 0.64+0.01 0.62+0.01 0.61+0.00
GPT 5.2 (1-shot) 0.34+0.01 0.41+0.01 0.42+0.02 0.55+0.02 0.54+0.01 0.57+0.01
Our training framework

BETO 0.47+0.02 0.71+0.02 0.65+0.02 0.82+0.01 0.67+0.02 0.74+0.01
Legal XLM-R 0.50+0.03 0.73+0.01 0.62+0.01 0.80+0.01 0.63+0.02 0.71+0.01
BNE-R base 0.47+0.02 0.70+0.00 0.60+0.02 0.80+0.01 0.63+0.01 0.75+0.02
BNE-R large 0.50+0.01 0.72+0.02 0.62+0.04 0.79+0.01 0.63+0.02 0.73+0.01
XLM-R large 0.54+0.03 0.73+0.02 0.63+0.03 0.81+0.01 0.64+0.05 0.74+0.03

Table 6

Comparison across dense RAG methods, few-shot methods, and simple baselines (first reported by Loffler et al. (2026))
with our training framework. Columns report Macro-F1 and Micro-F1 with standard deviation for ILLEGAL, DARK, and
GRAY categories over five random seeds. We highlight the top-2 results in bold. The configuration of the LLM baselines
is given in Appendix B.

million parameters, whereas Qwen3 has 14 billion and GPT 5.2 is estimated to have about 1.3 trillion parameters (L1,
2026). One possible interpretation is that the DARK category is particularly well aligned with our training framework,
since it is more balanced than ILLEGAL, yet less reliant on context than GRAY, while still involving substantial label
co-occurrence that may benefit from uncertainty-aware soft-label transfer.

On GRAY, our method also remains highly competitive. BETO reaches 0.67 Macro-F1 and 0.74 Micro-F1, while
BNE-R base reaches GRAY Micro-F1 of 0.75, outperforming GPT 5.2 RAG and Qwen3 235b on Micro-F1 and clearly
improving over the few-shot baselines, whose Micro-F1 ranges only from 0.57 to 0.68. Even where a RAG method
attains the highest GRAY Macro-F1, such as Qwen3 14b with 0.70, our method stays close while offering stronger
or tied Micro-F1 and more stable performance overall. This pattern is consistent with the idea that weak supervision
helps on GRAY by expanding the training signal for a highly context-dependent category, although the greater legal
ambiguity of GRAY likely limits how far any method can separate the classes.

On ILLEGAL, the picture is more mixed: GPT 5.2 RAG obtains the top Macro-F1 (0.55), while our best models,
such as XLM-R large at 0.54 and BNE-R large or Legal XLM-R at 0.50, remain competitive and still outperform
most few-shot settings and several RAG alternatives at considerably lower computational cost. A likely reason is that
ILLEGAL is the most constrained by extreme class imbalance, with a few labels dominating the dataset, such as “NA”
and “LPC PRO”, and several rare classes contributing disproportionately to Macro-F1 difficulty, such as “COT” or
“ng”, which makes consistent gains harder to obtain even with improved training.

Overall, Table 6 shows that our method leverages the weak supervision training signals to compete strongly with
much larger LLM-based approaches, with particularly clear advantages on the more nuanced DARK and GRAY
categories. These findings support our claim that the proposed training strategy is an effective and robust alternative
to LLMs.
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Backbone Category Sup-Base Best Method Best Method Score Rel. A (Ma/Mi)
BETO ILLEGAL 44.34 + 235 / 71.52 + 1.42 SF(y=15) 47.27+156/70.92+175 +6.61% /-0.84%
DARK  55.17 + 4.10 / 80.96 + 0.75 SF(y=15) 6463 +1095/81.53+091 +17.15% / +0.70%
GRAY 59.13 +£ 2.01 / 72.46 + 0.73 GCE (¢ =0.7) 67.31 +£2.38 /7420 +1.23 +13.83% / +2.40%
Legal XLM-R  ILLEGAL 47.47 + 4.17 / 73.80 + 1.53 SF (y=10) 49.87 +£2.90/7333+1.14 +5.06% / -0.64%
DARK 53.33 £ 4.15 / 78.90 + 2.45 Flat-ST  62.28 + 1.00 / 80.29 + 0.62 +16.78% / +1.76%
GRAY 58.90 + 2.05 / 72.69 + 1.96 GCE (g=0.7) 6251 +213/7052+129 +6.13% / -2.99%
BNE-R base ILLEGAL  40.55 + 3.37 / 70.99 + 1.74 Soft-SDS  47.12 + 2.35 / 70.41 + 0.37  +16.20% / -0.82%
DARK 5248 +187/8044+ 143 SF (y=15)+PW 5978 +222/7958+ 083 +13.91% /-1.07%
GRAY 55.93 + 1.16 / 74.21 + 2.23 Soft-SDS  63.34 + 1.28 / 74.79 + 1.53 +13.25% / +0.78%
BNE-R large  ILLEGAL 43.17 + 4.15 / 70.93 + 0.89 SF (y=15) 5046 +1.47 /7181 +1.89 +16.89% / +1.24%
DARK  58.80 + 1.39 / 79.76 + 1.24 GCE (¢=07) 61.74+3.67 /78.72+0.80  +5.00% / -1.30%
GRAY 59.18 + 197 /7343 £ 176 SF (y=15)+ LA 6330206/ 73.06 + 076 +6.96% / -0.50%
XLM-R large  ILLEGAL 53.75 +1.79 / 74.99 + 1.41 SF(y=15) 5401 +331/7305+193 +0.48% /-2.59%
DARK 57.38 + 3.18 / 81.12 + 1.68 Soft-SDS  63.27 + 2.62 / 81.33 £ 0.91  +10.26% / +0.26%
GRAY 63.27 + 2.17 / 75.62 + 2.08 SF(y=10) 64.15+522/7375+266 +1.39% /-2.47%
Table 7

Comparison of supervised baseline vs. best weak supervision across architectures and categories. The relative improvement
column reports the percentage change in (Macro-F1 / Micro-F1) with respect to Sup-Base.

6.2. Impact of Weakly Supervised Learning

This section tests whether weak supervision yields a real advantage over a strict supervised baseline, and whether
that advantage generalizes across backbones and clause families rather than appearing only in isolated cases.

To answer this, we compare the supervised reference (Sup-Base) against the best weakly supervised configuration
observed for each backbone—category pair. Table 7 summarizes this comparison and reports both categorical Macro-F1
and Micro-F1, together with the relative change with respect to Sup-Base. This view is intentionally agnostic about
which specific weakly supervised variant wins in each case: the purpose here is to establish whether weak supervision
as a family provides a meaningful advantage before turning to the more fine-grained question of which method should
be preferred by default.

The broad pattern is positive. In all 15 backbone—category combinations shown in Table 7, the best weakly super-
vised method improves Macro-F1 over Sup-Base, often by a substantial margin. Section 6.5 quantifies significance.
The largest gains appear in settings where the supervised baseline is comparatively data-limited. BETO improves by
+17.15% on DARK and +13.83% on GRAY, Legal XLM-RoBERTa base improves by +16.78% on DARK, BNE
RoBERTa base improves by +16.20% on ILLEGAL and +13.25% on GRAY, and BNE RoBERTa large improves by
+16.89% on ILLEGAL. XLM-RoBERTa large is more mixed, but still shows a clear gain on DARK (+10.26%). Taken
together, these results indicate that weak supervision can materially strengthen clause-category recognition across very
different encoder families, including monolingual Spanish and multilingual backbones.

At the same time, the improvements are not uniform in character. The strongest and most consistent benefits are in
Macro-F1, which is the metric most sensitive to rare subtype performance and therefore the most relevant summary for
this long-tailed legal classification setting. Micro-F1 declines slightly across the 15 tasks, with Soft-SDS losing 1.29
Micro-F1 points on average against Sup-Base (95% CI [—2.00, —0.63], Wilcoxon p = 0.002, Hedges’ g = —0.86),
winning in only 3 of 15 settings. The decline is small but systematic, and we state it as a trade-off. This can be seen, for
example, in BETO ILLEGAL (+6.61% macro, —0.84% micro), Legal XLM-RoBERTa base GRAY (+6.13% macro,
—2.99% micro), and XLM-RoBERTa large ILLEGAL (4+0.48% macro, —2.59% micro). Appendix C resolves this to
the level of individual classes. Splitting each family at its median gold prevalence, weak supervision improves the
eleven tail classes by 5.00 F1 on average against 1.60 for the thirteen head classes. The interpretation is that weak
supervision is particularly effective at improving the balance of subtype recognition, but that these gains do not always
translate into higher aggregate accuracy over the majority label mass. This pattern is expected in a severely imbalanced
multilabel task, and it reinforces the value of emphasizing Macro-F1 when assessing whether weak data helps category
resolution rather than only dominant-class prediction.

A second important observation is that the winning weakly supervised method is not the same everywhere. Soft-
SDS is itself the best method in some prominent cases, including BNE RoBERTa base on ILLEGAL and GRAY
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Method Mean Rank | Median Rank | Top-3 Rate 1 Bottom-2 Rate | Rank SD |
SF (y = L.5) 3.13 2.0 60.0% 6.7% 2.10
SF (y = 1.0) 3.33 3.0 73.3% 6.7% 1.84
Soft-SDS 3.47 3.0 53.3% 0.0% 1.64
GCE (¢ =0.7) 3.87 4.0 40.0% 6.7% 2.17
SF (y = 1.5) + PW 5.07 6.0 26.7% 26.7% 2.22
SF (y = 1.5) + LA 5.20 6.0 26.7% 40.0% 2.40
Flat-ST 5.60 7.0 20.0% 53.3% 2.53
Hard-SDS 6.33 7.0 0.0% 60.0% 1.40
Table 8

Default-method stability across all tasks based on Competition Ranking.

and XLM-RoBERTa large on DARK, which supports its role as the strongest overall default. However, several of the
numerically best results are achieved by robust-loss refinements layered on top of the soft-label pipeline, especially
focal-style variants and, in some cases, GCE. For example, BETO attains its best scores with Soft Focal on ILLEGAL
and DARK and with GCE on GRAY. This confirms the paper’s intended distinction between a best overall default
and best category-specific refinement. Weak supervision is broadly beneficial, Soft-SDS is a strong general-purpose
choice, and robust-loss modifications can provide additional upside in selected architecture—category settings.

Overall, Table 7 shows that weak supervision is not merely viable in this task, but often materially better than strict
supervision. At the same time, the table also makes clear that these gains are architecture- and category-dependent, and
that the best-performing weakly supervised variant varies across settings. This motivates the next level of analysis that
examines which form of weak supervision provides the strongest overall default, and when robust refinements improve
upon it.

6.3. Refinement Method Selection

Our next goal is to determine which weak-supervision method should be preferred in practice. Because performance
varies across backbones and clause families, this question has two parts: which method is the strongest overall default,
and which methods are best treated as category-specific refinements rather than universal replacements.

To answer this, we summarize the benchmark in two complementary ways. Table 8 reports task-wise rank statistics
across all backbone—category combinations, using competition ranking over the full method set. This view is designed
to capture consistency across the benchmark rather than only peak wins. Table 9 then evaluates each alternative relative
to Soft-SDS, which serves as the reference soft-label default, and reports both upside and downside using Macro-F1
gains, win rates, and tolerance-based non-inferiority (Walker and Nowacki, 2011), with 1-point tolerance. The full
result grid is provided in the supplemental materials.

The default-method comparison in Table 8 shows that the strongest region of the method space is concentrated in
the soft-label and robust-loss families. Soft Focal (y = 1.5) attains the best mean rank (3.13) and best median rank
(2.0), while Soft Focal (y = 1.0) and Soft-SDS follow closely with mean ranks of 3.33 and 3.47, respectively. At first
glance, this could suggest that a focal-style loss should replace Soft-SDS as the main recommendation. However, the
remaining columns point to a more nuanced interpretation. Soft-SDS is the only top-three method with a Bottom-2
rate of 0.0%, whereas both focal variants incur at least some low placements. Moreover, Soft Focal (y = 1.0) has the
highest Top-3 rate (73.3%), but Soft Focal (y = 1.5) combines stronger central rank statistics with higher dispersion.
By contrast, the harder pseudo-label baselines are clearly weaker defaults: Flat-ST and Hard-SDS have the worst mean
and median ranks, the highest Bottom-2 rates, and little evidence of broad competitiveness. These rank differences
should not be over-read. A Friedman test over the eight methods and 15 tasks rejects the null of equal average ranks
(y? =25.20,df =7, p < 0.001), but the Nemenyi post-hoc critical difference at @ = 0.05 is 2.71 rank positions, and
the gap between the top-ranked Soft Focal (y = 1.5) and Soft-SDS is only about one third of a rank position. Hard-SDS
is the sole method the test separates from the top. The apparent ordering among the leading four methods is therefore
not statistically resolvable at this sample size, and thus, we do not claim it is.

The benchmark therefore supports a family-level conclusion rather than a single unconditional winner, with the
most reliable default choices being the Soft-SDS and soft robust-loss region, while harder pseudo-label methods are

Loffler and Martinez Freile: Preprint submitted to Elsevier Page 17 of 34



Weak Supervision under Annotation Scarcity

Refinement Method Avg A Mact Med A Mact Avg A Mic Win Rate 1 Non-Inf Rate t Large-Loss |

SF (y = 1.5) +0.15 +0.40 +0.31 66.7% 80.0% 20.0%
SF (y = 1.0) -0.11 +0.21 +0.24 53.3% 66.7% 33.3%
GCE (¢ =0.7) -0.82 +0.09 -0.24 53.3% 60.0% 40.0%
SF (y =1.5) + PW -1.03 -1.28 -0.38 20.0% 40.0% 60.0%
SF (y =1.5) + LA -1.42 -1.22 -0.73 26.7% 40.0% 60.0%
Hard-SDS -2.18 -2.20 +1.44 6.7% 40.0% 60.0%
Flat-ST -2.57 -2.08 +0.03 20.0% 33.3% 66.7%
Table 9

Refinement value of Soft Focal and GCE variants relative to Soft-SDS (Tolerance = = 1.0). The differences between Soft-
SDS and the robust-loss refinements are not statistically significant after Holm correction, with only Hard-SDS separated
from Soft-SDS (Table 13).

not preferred as general strategies. Within that region, the choice can be made on secondary grounds: Soft-SDS is the
only top-three method that never lands in the bottom two, which is what recommends it as a default.

Table 9 clarifies how these methods should be interpreted relative to Soft-SDS. Among all alternatives, Soft Focal
(y = L1.5) is the only refinement that is positive on average in both Macro-F1 and Micro-F1 relative to Soft-SDS,
with an average gain of +0.15 Macro-F1 and +0.31 Micro-F1. It also achieves the highest win rate against Soft-SDS
(66.7%) and the strongest non-inferiority rate within the 1-point tolerance (80.0%), while keeping its large-loss rate
to 20.0%. This makes it the clearest first refinement to try when additional tuning is feasible. Soft Focal (y = 1.0)
is more mixed: although its median macro gain remains positive (+0.21) and its average micro gain is also positive
(4+0.24), its mean macro gain is slightly negative and its downside is materially larger. GCE is even more selective.
Its median macro gain is close to neutral (+0.09), indicating that it can match or slightly exceed Soft-SDS in many
settings, but its average macro result is negative (-0.82) and its large-loss rate rises to 40.0%, implying greater volatility.
The LA and PW combinations are weaker still, with negative mean and median macro gains and substantial downside.
These results support treating robust-loss variants as selective refinements rather than as blanket replacements for the
soft-label default.

The practical recommendation is therefore two-level. Soft-SDS remains the strongest overall default because it
combines consistently strong ranking performance with the best downside profile among the leading methods. If
additional method tuning is possible, Soft Focal (y = 1.5) is the first refinement to try, since it offers the clearest
positive upside over Soft-SDS with limited risk. GCE remains a reasonable secondary alternative in settings where
focal-style refinement is less effective, but its use should be treated as architecture- and category-dependent. The full
grid reported in the supplemental materials reinforces this interpretation by showing that the strongest individual results
are distributed across Soft-SDS and robust-loss variants, even though the broadest default recommendation should
prioritize consistency across the full benchmark rather than isolated wins.

6.4. Framework Ablation Studies
This section focuses on the architectural ablations in Section 6.4.1, followed by the ablations of the weak pool’s
construction algorithm in Section 6.4.2.

6.4.1. Architecture Ablation

This section ablates the architectural decisions of weak supervision and evaluates what components improve over
expert-only supervised learning.

In a first test, we compare Sup-Base against any weakly supervised variant, i.e., Flat-ST, Hard-SDS, and Soft-SDS.
As shown in Table 10, weak supervision frequently improves Macro-F1 relative to Sup-Base, especially for DARK and
GRAY. For example, Soft-SDS increases Macro-F1 over Sup-Base for all five backbones on DARK, and it also yields
clear gains on GRAY for BETO, BNE RoBERTa base, and BNE RoBERTa large. However, the corresponding Micro-
F1 gains are smaller and less consistent, and ILLEGAL remains comparatively difficult across methods. These results
show that weak supervision is beneficial overall, but mainly by improving subtype coverage under class imbalance
rather than by uniformly increasing instance-level accuracy.

Second, we assess whether preserving the detection—classification hierarchy is preferable to direct flat self-training.
We examine this by comparing the sequential methods Hard-SDS and Soft-SDS against Flat-ST. Table 10 indicates that
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Backbone Category Sup-Base Flat-ST Hard-SDS Soft-SDS

BETO ILLEGAL 4434 +235 /7152 +1.42 4531 + 159 /7038 + 1.53  46.58 + 3.21 / 72.18 + 0.57 46.69 + 1.62 / 70.80 + 2.29
DARK 55.17 + 4.10 / 80.96 + 0.75  55.48 +2.81 / 79.08 + 1.42  59.40 + 3.15 / 81.00 + 1.23  62.20 + 1.59 / 81.19 + 1.03
GRAY 59.13 +2.01 / 72.46 + 0.73  62.63 + 1.84 / 72.57 + 1.53  61.24 + 2.26 / 72.79 + 1.30  65.04 + 3.14 / 71.97 + 1.70

Legal XLM-R base ILLEGAL 47.47 + 4.17 / 73.80 + 1.53  47.13 + 2.13 / 73.09 + 1.53  46.96 + 3.37 / 72.89 + 2.10 47.33 £ 2.26 / 71.49 + 1.72
DARK 53.33 +4.15 /7890 + 245  62.28 + 1.00 / 80.29 + 0.62  60.07 + 2.63 / 80.20 + 2.17 60.31 + 2.99 / 78.62 + 1.03
GRAY 58.90 + 2.05 / 72.69 + 1.96  62.21 + 1.62 / 73.15 + 1.62  61.53 +2.82 / 73.29 + 2.71 60.74 + 3.75 / 69.38 + 2.97

BNE-R base ILLEGAL 40.55 +3.37 /70.99 + 1.74  44.80 + 6.05 / 71.38 +2.43 4332+ 1.80 / 71.58 + 1.45 47.12 + 2.35 / 70.41 + 0.37
DARK 52.48 + 1.87 / 80.44 + 1.43 5230 + 2.70 / 78.60 + 0.81 53.28 +3.70 / 80.31 + 1.18 58.94 + 3.62 / 78.12 + 0.72
GRAY 55.93 + 1.16 / 74.21 +2.23  61.82+1.06 / 75.44 + 0.54  58.02 + 1.06 / 75.96 + 0.53 63.34 + 1.28 / 74.79 + 1.53

BNE-R large ILLEGAL  43.17 + 4.15 / 70.93 + 0.89 4455 + 1.18 / 68.11 + 1.88 43.03 + 4.26 / 70.89 + 2.18 45.14 + 2.94 / 69.94 + 2.36
DARK 58.80 + 1.39 / 79.76 + 1.24 5835+ 1.29 / 79.06 + 1.42  60.62 + 1.92 / 80.40 + 2.08 60.72 + 1.03 / 79.34 + 1.23
GRAY 59.18 + 1.97 /7343 +1.76  59.45 + 1.69 / 71.79 + 0.84  59.33 + 1.90 / 71.81 + 1.03  61.53 + 2.20 / 70.99 + 0.98

XLM-R large ILLEGAL 53.75 + 1.79 / 74.99 + 1.41 53.87 + 4.61 / 73.00 + 0.93 5214 + 1.87 / 74.07 + 1.41  52.80 + 3.83 / 70.94 + 0.95
DARK 57.38 +3.18 / 81.12 + 1.68 49.22 + 21.75 / 73.67 + 17.14 59.51 + 3.05 / 81.89 + 1.26  63.27 + 2.62 / 81.33 + 0.91
GRAY 63.27 + 2.17 / 75.62 + 2.08  60.61 + 2.22 / 73.25 + 1.43  60.87 + 3.11 / 74.71 + 1.47 63.40 + 2.54 / 73.10 + 0.78

Table 10

Empirical progression across the first three experimental design axes. Scores represent Macro-F1 / Micro-F1 with standard
deviation.

sequential weak supervision is generally more reliable than flat self-training. This is most visible on DARK, where
Soft-SDS or Hard-SDS usually outperform Flat-ST, and where Flat-ST exhibits clear instability for XLM-R large.
Even in settings where Flat-ST is competitive, such as Legal XLM-RoBERTa base on DARK and GRAY, the sequential
methods remain at least comparable in most cases and more stable overall. This supports the value of maintaining view
separation between abusive-clause detection and subtype classification, rather than collapsing the task into a single flat
pseudo-labeling step.

Lastly, we test whether soft-label sequential distillation improves over harder pseudo-label formulations. To do
this, we compare Soft-SDS directly against both Flat-ST and Hard-SDS. The pattern in Table 10 favors Soft-SDS as
the strongest overall method among the three. It achieves the highest Macro-F1 on BETO for DARK and GRAY, on
BNE RoBERTa base for all three categories, on BNE RoBERTa large for DARK and GRAY, and on XLM-R large
for DARK and GRAY. In addition, Soft-SDS avoids some of the pronounced failures observed for Flat-ST, while
generally improving on or matching Hard-SDS. The main exception is ILLEGAL, where improvements are smaller
and sometimes mixed. Overall, these findings support soft-label sequential distillation as the most reliable default
among the weak-supervision strategies evaluated in the benchmark.

The mechanism behind the Soft-SDS advantage over Hard-SDS is measurable. Appendix A shows that thresholding
ateacher posterior discards supervision in a way that is biased towards frequent classes, and Table 16 quantifies this over
the weak pool. Across the tail classes of all three families, thresholding removes roughly two-thirds of the probability
mass the teacher assigns, and for three of them (acp and ng in ILLEGAL and des us in GRAY) it removes the weak
signal entirely, leaving no above-threshold instance while the soft mass remains strictly positive. Head classes retain
comparable supervision under both schemes. The effect is not specific to one teacher: Table 17 shows the same collapse
for all five backbones, with 15 of 55 tail class—backbone combinations receiving no above-threshold label at all and
soft-to-hard mass ratios of 1.4-3.5x. Hard-SDS therefore concentrates weak supervision on the head of the distribution,
not because the teacher is silent about rare subtypes, but because what it says never clears the decision threshold. The
prediction that follows is directional and testable. Soft targets should improve Macro-F1, which weights all subtypes
equally, while conceding ground on Micro-F1, which is dominated by frequent labels. Soft-SDS improves Macro-F1
over Hard-SDS on 14 of 15 backbone—category settings (+2.18 points, p = 0.006 after Holm correction), while Hard-
SDS is the better of the two on Micro-F1 by 1.44 points. The two metrics move in opposite directions because of this
training-signal mechanism.

6.4.2. Data Construction

To assess whether the main conclusions depend on specific data-construction choices, we compare our distribution-
aligned weak pool with the paragraph-level chunking strategy.

To analyze this, we report the BETO results from the paragraph-level ablation pool alongside those from the aligned
weak pool, focusing on Soft-SDS as our principal soft-label approach. Crucially, to ensure a fair comparison and avoid
ground-truth leakage, both pools were subjected to the same strict filtering. Table 11 summarizes this comparison.
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Table 11
Chunking ablation on BETO comparing the distribution-aligned weak pool with the paragraph-level weak pool. Scores are
reported as Macro-F1 / Micro-F1.

Category  Method Paragraph Pool Aligned Pool

ILLEGAL Soft-SDS  50.17 + 2.86 / 69.99 + 2.52  46.69 + 1.62 / 70.80 + 2.29
DARK Soft-SDS ~ 56.55 + 2.35 / 78.88 + 1.85 62.20 + 1.59 / 81.19 + 1.03
GRAY Soft-SDS  62.94 + 1.60 / 71.38 + 1.20  65.04 + 3.14 / 71.97 + 1.70

Table 12

Aggregate paired comparisons across the 15 backbone—category tasks. A is the mean difference in percentage points; the
interval is a percentile bootstrap 95% Cl (20,000 resamples); p is a two-sided Wilcoxon signed-rank test over the 15 paired
tasks; g is Hedges' g. The best-of-8 row is descriptive, as the method is selected on the same test scores used for the
comparison, so its p-value is anti-conservative.

Comparison A 95% CI  Wins p g

Macro-F1

Soft-SDS vs. Sup-Base  +3.71 [+2.26, +5.16] 13/15 0.0006"* +1.18
Soft-SDS vs. Hard-SDS ~ +2.18  [+1.20, +3.18] 14/15 0.0009***  +1.02
Soft-SDS vs. Flat-ST ~ +2.57  [+0.80, +4.68] 12/15  0.0084**  +0.60
best-of-8 vs. Sup-Base ¥ +5.21  [+3.80, +6.65] 15/15 0.0001*** +1.67

Micro-F1
Soft-SDS vs. Sup-Base -1.29 [-2.00, -0.63] 3/15 0.0020**  -0.86

 descriptive; selection-biased.

The effect of weak-pool construction is category-dependent but informative. On DARK, the aligned pool
significantly improves performance: Macro-F1 rises from 56.55 to 62.20, and Micro-F1 from 78.88 to 81.19. On
GRAY, the aligned variant also benefits, increasing Macro-F1 from 62.94 to 65.04 and Micro-F1 from 71.38 to 71.97.
Interestingly, on ILLEGAL, the paragraph-level pool outperforms the aligned pool in terms of Macro-F1 (50.17 vs.
46.69), although Micro-F1 is roughly comparable (69.99 vs. 70.80). This suggests that the longer paragraph context
may preserve cross-clause dependencies that are particularly informative for the most heterogeneous label family.

This result ties back to the broader claim of the paper: weak supervision is not only a matter of choosing the right
training architecture. It also depends on constructing a weak pool whose granularity matches the target distribution.
Distribution-aligned chunking is highly beneficial for DARK and GRAY but not universally superior, reinforcing the
category-dependent nature of the weak-supervision gains reported throughout this study.

6.5. Statistical Significance of the Main Comparisons

In this section, we test the paper’s claims on two levels. First, we report results within a task in Appendix D, where
the low power of n = 5 means they are included for completeness. Across tasks, n = 15 paired observations support a
Wilcoxon signed-rank test, and this is the level at which the aggregate claims live. Confidence intervals are percentile
bootstrap intervals over 20,000 resamples, and effect sizes are Hedges’ g.

One methodological point deserves emphasis because it affects how the headline number should be read. Section 6.2
compares Sup-Base against the best weakly supervised method in each cell. A test on that quantity inherits the winner’s
curse of a maximum over eight correlated candidates. We therefore designate Soft-SDS as the primary pre-specified
contrast, and report the best-of-eight contrast separately and explicitly as descriptive.

Table 12 gives the result. Note that this table reports differences in percentage points, whereas Table 7 reports
relative change. Both are given below where they are first used, so that the two can be reconciled. Following the pre-
specified comparison, Soft-SDS improves Macro-F1 over Sup-Base by 3.71 absolute points on average, equivalently
a relative gain of 7.08%, with a bootstrap interval excluding zero and a large effect size. The selection-biased best-of-
eight figure is 5.21 points, or 9.99% relative, roughly 1.5 points higher. Soft-SDS also beats both harder pseudo-label
variants. Micro-F1 moves the other way, by —1.29 points, and this too is statistically reliable. This is exactly the trade-off
predicted in Appendix A.1 and not a failure of the method.
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Table 13

Method ranking across the 15 backbone—category tasks. Friedman omnibus: x%(7) = 25.20, p = 7.0e — 04. The Nemenyi
critical difference at a = 0.05 is 2.71. The final columns give the pairwise comparison against Soft-SDS (Wilcoxon signed-
rank over the 15 tasks, Holm-corrected over the seven comparisons). A positive A favors Soft-SDS.

Method Avg. rank A vs. Soft-SDS ~ Wins PHolm
SF (y = 1.5) 3.13 -0.15  5/15 1.0000
SF (y =1.0) 3.33 +0.11  7/15 1.0000
Soft-SDS 3.47 — — —
GCE (¢ =0.7) 3.87 +0.82  7/15 1.0000
SF (y = 1.5) + PW 5.07 +1.03 12/15 0.0513
SF (y=15) + LA 5.20 +1.42 11/15 0.0723
Flat-ST 5.60 +2.57 12/15 0.0502
Hard-SDS 6.33 +2.18 14/15 0.0060**

The method ranking of Section 6.3 requires more caution. A Friedman test over eight methods and 15 tasks rejects
the null of equal average ranks, but the Nemenyi critical difference at a = 0.05 is 2.71 rank positions, which is wider
than the spread among the four leading methods. Table 13 reports the ranking together with pairwise Holm-corrected
comparisons against Soft-SDS. Only Hard-SDS is separated from the top of the ranking. The apparent superiority of
Soft Focal (y = 1.5) over Soft-SDS amounts to 0.15 points and is not distinguishable from zero, and neither are the
differences involving GCE or the second focal variant. We conclude that, at the family level, soft-label methods and
soft robust-loss refinements occupy the strong region of the method space, hard pseudo-labeling does not, and finer
discrimination within the strong region would require more tasks than this benchmark provides.

6.6. Comparison with External Weak-Supervision Baselines

The comparisons above are internal to our own method family. To test whether Soft-SDS is competitive against
the wider weak-supervision literature, we additionally evaluate five external baselines. Four represent distinct method
families: (i) consensus aggregation over multiple teachers using the Dawid—Skene annotator model (Dawid and Skene,
1979), which estimates each teacher’s reliability by expectation maximization rather than weighting all teachers
equally; (ii) confidence-thresholded consistency training in the style of FixMatch (Sohn et al., 2020); (iii) class-adaptive
pseudo-label thresholds in the style of FlexMatch (Zhang et al., 2021); and (iv) bilevel meta-learned reweighting of
weak labels. The fifth, reverse-KL distillation (Gu et al., 2024), tests an asymmetric divergence and addresses a question
raised in our own Limitations.

This is a common-protocol comparison rather than an evaluation of each method under its original default
configuration. All methods use the same two backbones, the same splits, the same weak instances, and a fixed
0.5 decision threshold, following the protocol of the main results. To achieve this, two settings that the external
implementations apply by default, and that Soft-SDS does not use, were disabled: oversampling of the gold set
to balance it against the pseudo-label pool (Soft-SDS simply concatenates the two), and validation-tuned per-label
decision thresholds. The baselines reported in Table 14 are therefore standardized variants that share the weak data
and the decision rule of Soft-SDS. Their scores isolate the contribution of the learning objective and label-aggregation
strategy, and should not be read as the performance of each method under its authors’ recommended settings, which
may differ from the figures reported here. Two differences cannot be removed and are stated explicitly. First, FixMatch
consumes co-labeled pseudo-labels by construction, and second, the bilevel method reserves 20% of the gold training
set as a meta-validation split.

Table 14 shows that, under this common protocol, no external baseline significantly outperforms Soft-SDS. The
largest mean gain is obtained by Dawid—Skene consensus at +0.87 Macro-F1 points, but the effect is not significant
and its uncertainty interval includes zero. This suggests that the additional reliability modeling has limited value in this
setting. The five teachers are already broadly consistent, with estimated reliabilities between 0.72 and 0.96, leaving
little exploitable heterogeneity for per-teacher reweighting.

The relevant conclusion is therefore not that Soft-SDS is more accurate than the external baselines, which the data
do not show, but that it offers a more favorable cost—robustness trade-off. It remains statistically competitive with all five
alternatives while requiring fewer assumptions and less machinery. Dawid—Skene consensus presupposes an ensemble
of five trained teachers and costs multiple times the teacher-training time of Soft-SDS, for a non-significant gain. Bilevel
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Table 14

Common-protocol comparison of external weak-supervision baselines against Soft-SDS, over six backbone—category tasks
(BETO and BNE-RoBERTa large x three clause families, five seeds each). All methods use identical splits, identical
weak instances and a fixed 0.5 decision threshold; baseline-specific gold-set oversampling and validation-tuned per-label
thresholds were disabled, so the rows are standardized variants rather than each method's original default configuration. A
positive A means the baseline outperforms Soft-SDS, p is a Wilcoxon signed-rank test over the six tasks, Holm-corrected
across the baselines. No baseline differs significantly from Soft-SDS.

Baseline Family A Macro-F1  Wins  pyoim
Consensus (Dawid—Skene)  consensus +0.87 5/6 1.000
Reverse KL asymmetric divergence +0.51 4/6 1.000
FixMatch confidence thresholding +0.48 3/6 1.000
Adaptive threshold adaptive pseudo-labeling -0.13 2/6 1.000
Bilevel reweighting meta-learning -0.73 4/6 1.000

Table 15

End-to-end evaluation on the full test split, Macro-F1. The gold-abusive setting corresponds to the main protocol used
throughout the paper, where categorization is evaluated only on clauses known to be abusive. The end-to-end setting
evaluates the full two-stage pipeline by applying the abusiveness detector before categorization. The detection recall
column reports the share of gold-abusive clauses that are passed to the categorizer.

Gold-abusive End-to-end
Family Sup-Base Soft-SDS  Sup-Base Soft-SDS  Det. recall
ILLEGAL 45.28 46.02 27.20 28.17 0.65
DARK 56.39 60.40 23.98 24.02 0.56
GRAY 59.86 64.19 27.72 26.56 0.44

reweighting reserves 20% of an already small gold training set as a meta-validation split, which is unattractive under
annotation scarcity. Threshold-based methods introduce additional pseudo-label selection rules, whereas Soft-SDS
uses the teacher probability vector directly and therefore preserves weak tail-class signal that hard thresholding may
discard. On BETO, Soft-SDS trains in 274 s compared with 344-355 s for FixMatch, Bilevel and Reverse KL, before
counting any additional teacher requirements. Thus, Soft-SDS is best understood as a conservative default for low-
resource legal classification. It is not statistically inferior to standardized variants of more elaborate weak-supervision
baselines, but is simpler, cheaper, and less dependent on extra teachers, validation data, or threshold tuning. Whether
the baseline-specific settings removed for this comparison, such as gold-set oversampling or per-label threshold tuning,
would change the ranking is a separate question that the present experiment does not address.

6.7. End-to-End Evaluation with Error Propagation

The preceding experiments evaluate the categorization stage under the protocol described in Section 5, where the
input clauses are already known to be abusive. This setting isolates the component studied in this paper, but it does
not measure the performance of the full two-stage pipeline. In deployment, only clauses selected by the abusiveness
detector are passed to the downstream categorizer. We therefore additionally evaluate the complete pipeline on the full
test split (end-to-end setting, Figure 1(b)). For this experiment, categorization predictions are gated by the detector
selected in the published pipeline of Loffler et al. (2025), so that detector false negatives are propagated to the final
multilabel output.

Table 15 shows that end-to-end performance is substantially lower than the isolated categorization scores. Relative
Macro-F1 decreases by approximately 39—60% once detector errors are propagated. This drop is consistent with the
detector recall values: the detector misses 55 of 157 ILLEGAL, 56 of 127 DARK, and 63 of 113 GRAY abusive
clauses, which removes 56, 64, and 79 gold subtype labels, respectively, before categorization is applied.

The comparison also shows that the advantage of Soft-SDS observed under the gold-abusive protocol is no
longer visible in the full pipeline. Averaged across the three families, Soft-SDS improves over Sup-Base by +3.03
Macro-F1 points in the gold-abusive setting, but changes by only —0.05 Macro-F1 points end-to-end. This should not
be interpreted as evidence that the categorizer itself fails under deployment conditions. Rather, under a hard-gated
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architecture, detector false negatives remove abusive clauses from the categorization input, and downstream classifiers
cannot assign subtype labels to clauses they never receive.

We report this experiment to make explicit how the isolated categorization results translate to the complete pipeline.
For the evaluated two-stage architecture, deployed performance is detector-limited, especially for GRAY clauses, where
detector recall is only 0.44. Improving abusiveness detection is therefore likely to yield larger end-to-end gains than
further refinements of the categorization model alone.

6.8. Pseudo-Label Quality and Sensitivity

This subsection examines the estimated reliability of the teachers that generate the pseudo-labels, and the sensitivity
of the method to teacher choice and weak-pool construction.

We first analyze teacher reliability. We fit a Dawid—Skene model to the predictions of five classifiers in order to
estimate per-teacher, per-class reliability, measured as the balanced accuracy of the estimated confusion matrix. These
estimates are inferred using only the agreement structure among teachers, without access to gold labels. Averaged over
classes, estimated reliability ranges from 0.72 to 0.96 and tracks backbone capacity, i.e., XLM-RoBERTa large is the
most reliable teacher in every family, with estimated reliabilities of 0.890, 0.956, and 0.962 on ILLEGAL, DARK,
and GRAY, respectively. ROBERTa-BNE base is the least reliable teacher, with corresponding values of 0.723, 0.824,
and 0.764. Reliability is lowest on ILLEGAL for every teacher. This is also the family with the most and the sparsest
classes, and it is the family for which weak supervision yields the smallest gains in our main results.

Table 16 reports the per-class supervision mass contributed by the teacher under thresholding and under soft
weighting. The relevant observation for pseudo-label quality is that thresholding removes a large share of the probability
mass assigned to tail classes. On average, approximately two-thirds of the teacher-assigned mass for tail classes is
discarded, and for three tail classes no mass remains after thresholding. This provides a plausible explanation for why
soft pseudo-labels are more effective than hard pseudo-labels in our experiments. Soft targets preserve graded teacher
information for rare labels that would otherwise be lost under thresholding.

We next test whether the method depends on a particular teacher. Substituting a stronger cross-architecture teacher
yields a mean gain of +0.32 Macro-F1 points relative to the main teacher choice, while aggregating all five teachers with
Dawid—-Skene consensus yields a mean gain of +0.87 Macro-F1 points. Neither difference is statistically significant
at the sample size used here. We therefore interpret these comparisons conservatively. The method does not appear
to depend strongly on a specific teacher, but the present experiments cannot rule out smaller teacher-choice effects.
The larger nominal gain from Dawid—Skene aggregation is consistent with the idea that combining teachers can add
information beyond selecting a single stronger teacher, but this pattern should be treated as suggestive rather than
conclusive.

7. Discussion

The results show that weak supervision is a viable strategy for fine-grained abusive clause classification in a low-
resource legal setting, but its benefits are not uniform across methods, backbones, or clause families. Overall, the main
gains appear in Macro-F1, indicating that weak supervision is especially useful for improving performance on rare
and underrepresented subtypes. By contrast, Micro-F1 improvements are smaller and less consistent, suggesting that
the additional weak signal mainly helps balance subtype recognition rather than uniformly improving instance-level
accuracy. These conclusions concern the categorization stage evaluated on gold-abusive clauses. As Section 6.7 shows,
in the hard-gated two-stage pipeline the categorization gains are currently masked by detector errors. The claims below
should be read as claims about subtype categorization rather than about end-to-end abusive clause analysis.

A central finding of the benchmark is that soft-label sequential distillation (Soft-SDS) is the most reliable overall
default within the evaluated setting. Although it is not always the top-performing method on every backbone—category
pair, it offers the most stable performance across the benchmark and avoids the larger downside observed for harder
pseudo-label approaches. This supports the use of soft teacher distributions in the present legal setting, where subtype
overlap, ambiguity, and class imbalance make hard pseudo-label propagation comparatively brittle.

At the same time, the results do not support a single universal refinement beyond Soft-SDS. Among the alternatives,
Soft Focal is the clearest candidate for further tuning, as it is the only refinement that improves both Macro-F1 and
Micro-F1 on average relative to Soft-SDS. However, its gains are selective rather than universal, and its greater
variability suggests that it should be treated as a targeted refinement rather than as a replacement for the soft-label
default. GCE shows a similar but more volatile pattern.
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The category-level differences are also informative. DARK is the most receptive to weak supervision, whereas
ILLEGAL remains the most difficult setting, likely due to its larger label space and more extreme sparsity. GRAY
shows intermediate behavior, with improvements that depend more strongly on backbone and method choice. These
patterns indicate that the effectiveness of weak supervision is shaped not only by model design, but also by the internal
structure of the target label family.

The chunking ablation further shows that weak-pool construction is an important part of the overall method.
Distribution-aligned chunking generally leads to better results than paragraph-level segmentation, particularly for
DARK and GRAY, although ILLEGAL suggests that longer contextual spans may still be beneficial in some cases.
This implies that weak-supervision quality depends not only on pseudo-labeling strategy, but also on how unlabeled
legal text is segmented before training.

7.1. Theoretical and Practical Implications

Theoretically, the findings support the view that weak supervision is more effective in legally ambiguous and
highly imbalanced settings when uncertainty is preserved through soft-label transfer rather than collapsed into hard
pseudo-labels. They also suggest that weak supervision in legal NLP should be understood as a structured transfer
problem, i.e., preserving the decomposition between detection and subtype classification can improve pseudo-label
reliability.

Practically, the results support a simple recommendation for low-resource legal NLP. Soft-SDS should be used
as the default weak-supervision method, while focal-style robust losses can be tested as optional refinements when
additional tuning is feasible. The results also show that weak-data construction matters in practice. In particular,
chunking strategy should be treated as part of the method rather than as a neutral preprocessing step.

7.2. How This Study Differs from Existing Work

Unlike most prior work, which focuses either on supervised abusive-clause detection or on generic weak-
supervision benchmarks, this study evaluates weak supervision specifically for fine-grained abusive clause classi-
fication in a low-resource legal setting in Spanish. Rather than proposing a new general-purpose semi-supervised
optimizer, the paper contributes a controlled, leakage-safe, cross-backbone benchmark. We take this to be the more
useful contribution in a setting where the practical question is not which optimizer is best in principle, but which of
several established strategies survives contact with a few hundred expert-annotated clauses.

The benchmark is designed to separate three questions that are usually entangled: (i) whether weak supervision
helps at all, answered against a strict supervised baseline; (ii) whether preserving the detection—categorization
decomposition helps, answered against flat self-training; and (iii) whether soft transfer beats hard, answered by holding
everything except the form of the pseudo-label constant. Section 6.5 shows that the first and third of these separate
cleanly, while the finer ordering among the leading methods does not. Section 6.6 extends the comparison beyond our
own method family to standardized variants of five external baselines under a common protocol, and finds that none
of them significantly outperforms the simplest method in the set.

A further distinguishing feature is that weak-pool construction is treated as a methodological variable rather than
as preprocessing. The chunking ablation moves DARK by more than five Macro-F1 points, a larger effect than any
loss-function refinement or teacher-side choice we evaluate, which suggests that in this regime the composition of the
unlabeled pool deserves at least as much attention as the learning objective applied to it.

Finally, Section 6.7 evaluates the complete pipeline rather than the categorization stage in isolation. We are not
aware of comparable work in this area that reports the propagated cost of detection errors alongside stage-level results.
In our case it points towards future work, i.e., the categorization gains this paper measures are real, but they are currently
limited by detector performance.

8. Limitations

Several limitations should be acknowledged. First, the study focuses on Chilean Terms of Service in Spanish, and
the findings may not transfer directly to other legal domains, jurisdictions, or languages. Differences in legal drafting
style, doctrinal structure, and class prevalence may affect both pseudo-label quality and the relative advantage of soft-
label weak supervision.
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Second, although the weak-supervision pool was collected under a leakage-safe protocol, its properties still depend
on the specific crawling, filtering, and chunking pipeline used in this study. The chunking ablation shows that weak-
data construction can materially influence downstream performance. Accordingly, the present conclusions apply most
directly to the evaluated clause-level weak-supervision regime.

Third, the supervised benchmark remains small and highly imbalanced. This is inherent to the task, but it also
means that performance estimates are sensitive to subtype sparsity, annotation granularity, and seed variation. For this
reason, the results should be interpreted in terms of consistent cross-backbone patterns rather than as definitive point
estimates for individual backbone—category pairs.

Fourth, end-to-end evaluation over the full test split shows that the isolated categorization gains do not directly
translate into full-pipeline gains. Macro-F1 falls substantially relative to the gold-abusive protocol used throughout
the paper, and the advantage of Soft-SDS over Sup-Base is no longer observed. This is a limitation of the evaluated
hard-gated pipeline. Since detector recall ranges from 0.44 to 0.65, many abusive clauses are filtered out before
subtype classification can occur. Accordingly, the categorization improvements reported here should be interpreted as
conditional on successful upstream detection, while deployed performance remains strongly affected by the abusiveness
detector.

Finally, the study evaluates a selected set of backbones and weak-supervision strategies rather than the full space
of possible teacher models, loss functions, or semi-supervised designs. Future work should test whether the present
conclusions extend to larger legal corpora, alternative teacher calibration schemes, and other forms of uncertainty-
aware pseudo-labeling.

9. Conclusion

This paper presented a cross-backbone benchmark of weak supervision for fine-grained abusive clause classifica-
tion in Chilean Terms of Service. Across monolingual Spanish, multilingual, and legal-domain transformers, and with
categorization evaluated on clauses known to be abusive, weak supervision improves Macro-F1 in every one of the 15
backbone—category settings evaluated, by 9.99% on average and by up to 17.15%, with the gains concentrated on the
rare subtypes that matter most in this long-tailed legal setting.

The main empirical conclusion is that, across the evaluated benchmark, soft-label sequential distillation (Soft-
SDS) is the most reliable overall default. The advantage of soft over hard pseudo-labels is statistically robust, while
the finer ordering within the leading group is not. Robust-loss variants such as Soft Focal and GCE are statistically
indistinguishable from Soft-SDS, and we recommend the latter on the grounds of consistency and simplicity rather than
measured superiority. Harder pseudo-label approaches are the one family the benchmark separates clearly, and they
are less reliable as general strategies. A comparison against standardized variants of five external weak-supervision
methods under a common protocol found none that significantly outperforms Soft-SDS, though several match it at
substantially greater cost.

The experiments also show that weak-supervision effectiveness is shaped by the structure of the target category
and by the construction of the unlabeled pool. DARK benefits most consistently, [LLEGAL remains the most difficult
family, and the chunking ablation confirms that weak-data granularity materially affects downstream behavior. These
findings indicate that successful weak supervision in legal NLP depends not only on model choice, but also on
uncertainty-aware label transfer and careful weak-pool design.

The scope of these conclusions is set by the end-to-end evaluation. When the categorizer is placed behind the
abusiveness detector of the deployed two-stage pipeline, detector recall of 0.44—-0.65 removes a large share of abusive
clauses before subtype categorization can act on them. The improvements demonstrated in this paper therefore concern
the downstream categorization stage and are conditional on successful upstream detection. Under the evaluated
architecture, deployed performance is detector-limited, and improving detection is the most effective path toward end-
to-end gains.

Overall, the study supports weak supervision as a practical tool for the fine-grained categorization stage of low-
resource legal text classification. Within that stage, it suggests that the most effective recipe is a soft-label teacher—
student pipeline, optionally followed by selective robust-loss refinement when additional tuning is feasible.
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A. Gradient-Level Analysis of Soft versus Hard Pseudo-Labels

This appendix derives the two properties asserted in Section 4 and measured in Section 6.4.1, namely that hard
thresholding introduces a systematic gradient bias concentrated where the teacher is least reliable, and that it withdraws
supervision from rare classes in particular. Section A.3 below closes with the empirical prediction that follows.

A.l. The gradient offset introduced by thresholding
For a multilabel model with sigmoid outputs y, = ¢(z,) and binary cross-entropy loss, the gradient with respect
to the logit of class ¢ is

Loce _5 (13)

that is, the signed discrepancy between the prediction and the target. The two weak-supervision variants differ only in
P.- Soft-SDS uses the teacher posterior j, € [0, 1], whereas Hard-SDS uses the thresholded decision 1[j, > 8] with
6 = 0.5. Their gradients therefore differ by

ghard _ gi(’ﬂ =y, -1y, >05] =

hard _ _soft
c c

&

g = min(y,, 1 - y.). (14)

Equation (14) states that the excess gradient introduced by hard thresholding is exactly the teacher’s own estimate
of its per-class error probability on that instance. Two properties of this term matter. It is maximal precisely where
the teacher is least reliable, reaching 0.5 at j, = 0.5 and vanishing only when the teacher is already certain. And
it is systematic rather than stochastic. For a fixed weak instance the offset has the same sign at every epoch, so it
accumulates rather than averaging out. This is the optimization-level statement of confirmation bias (Arazo et al.,
2020). Hard pseudo-labels do not merely add noise, but instead add a persistent bias whose magnitude is largest on
exactly the ambiguous clauses that characterize legal subtype assignment.

Soft targets remove this bias term by construction. Since the minimizer of E[BCE(J, p)] in § is §* = p, training
on soft targets drives the student towards the teacher’s posterior, whereas training on hard targets drives it towards a
maximally confident point estimate that the teacher’s own evidence does not support.

The entropy weight w; of Eq. (3) acts on the same quantity from the other side. It is monotonically decreasing in the
mean binary entropy of §;, while the residual term min(y,, 1 — 7,) in Eq. (14) is monotonically increasing in it. The two
components of Soft-SDS therefore address one source of error jointly. Soft targets eliminate the systematic component
of the pseudo-label bias, and the entropy weighting shrinks the remaining variance on precisely those instances where
the teacher is least informative.

A.2. Why this does not cause minority-class overfitting

Two structural properties bound the influence of the weak branch. First, L, , is normalized by }; w;, so it is a
weighted average rather than a sum. Its scale is independent of the size of the weak pool, and the weak signal cannot
swamp the gold term L however many weak instances are added.

Second, and more importantly for rare labels, thresholding is not neutral with respect to class frequency. For
a minority class the teacher posterior is typically diffuse and rarely exceeds 6, so the expected number of positive
supervision signals contributed by the weak pool is

NP = 315, > 05120,  NOU=3 w5, > 0. (15)
i i
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Table 16

Weak-label mass contributed by the BETO teacher over the detector-filtered weak pool, by class. N,,4 counts instances
whose teacher probability exceeds the 0.5 threshold, N, is the confidence-weighted probability mass Y, w, ¥, that soft
targets retain. Head/tail follows a median gold-prevalence split within each family. Thresholding removes most or all
supervision for tail classes, while soft targets preserve a strictly positive signal.

Family Class Gold% N,,qy N,i Head/tail
CcoT 1.1 2 6.4 tail
LPC 10.2 4 9.5 head
LPC INT 9.8 26 24.4 head
LPC JUS 45 4 115 tail
ILLEGAL LPC PRO 21.3 111 86.4 head
NA 425 135 122.9 head
RC 12.4 76 62.0 head
acp 2.4 0 43 tail
ng 1.3 0 43 tail
ch 5.4 9 11.8 tail
cr 37.1 193 159.3 head
er 6.4 10 13.8 tail
DARK Itd 46.3 312 268.8 head
nod 11.1 7 12.9 head
ter 6.9 2 7.3 tail
bfe 12.9 36 49.8 head
des def 7.8 32 30.2 head
des det 6.6 3 16.0 tail
des inf 5.1 5 16.2 tail
GRAY des lic 3.7 2 12,5 tail
des reser 31.0 150 116.6 head
des risk 32.0 190 130.3 head
des uni 31.7 133 98.6 head
des us 2.4 0 15.1 tail

Rather than over-supplying rare subtypes, soft targets supply a graded signal for every instance, while hard
thresholding reduces that signal to the subset of cases in which a rare subtype happens to clear the decision threshold.
Hence, hard labels concentrate weak supervision on the head of the distribution. Table 16 reports both quantities per
class for the BETO teacher over the detector-filtered weak pool, and Table 17 summarizes the tail for all five teachers.
Section 6.4.1 discusses the result.

A.3. Empirical prediction

Because Macro-F1 weights all subtypes equally while Micro-F1 is dominated by frequent labels, the mechanism
predicts that soft targets should improve Macro-F1 while maintaining or losing slightly on Micro-F1. Both halves are
borne out, in both directions: Soft-SDS improves Macro-F1 over Hard-SDS on 14 of 15 backbone—category settings
(4+2.18 points, p = 0.006 after Holm correction), while Hard-SDS is the better of the two on Micro-F1 by 1.44 points.
The same asymmetry appears against strict supervision, where Soft-SDS gains 3.71 Macro-F1 points and loses 1.29
Micro-F1 points (Section 6.5).

B. Configuration of the LLM Baselines

The LLM results in Table 6 are cited from Loffler et al. (2026) and were produced with the following configuration.
Commercial models were queried through the OpenAl API using pinned snapshots gpt-5.2-2025-12-11, gpt-5-
mini-2025-08-07 and gpt-5-nano-2025-08-07. Open-weight models of 70b parameters and above were served through
OpenRouter (openai/gpt-oss-120b, deepseek-v3.2, qwen3-235b, llama-3-70b). Smaller models were run locally with
Ollama 0.14.3 at 8-bit quantization (qwen3:14b-q8_0, llama3.1:8b-instruct-q8_0, gemma3:27b). Of these, Table 6
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Table 17

Tail-class weak-label mass across all five teachers, summarizing the per-class breakdown of Table 16 for the remaining
backbones. Tail classes are those below the median gold prevalence within their family (11 of the 24 classes). N,,4 and
N, are summed over the tail. The zero column counts tail classes for which thresholding leaves no above-threshold
instance at all. Across the five teachers this happens in 15 of 55 class—backbone combinations.

Teacher Ny.a Noi Ratio Tail classes with N,_, =0
BETO 37 118.9 3.2% 3/11
Legal XLM-R 41 1354  3.3% 3/11
BNE-R base 28 99.0 35X 5/11
BNE-R large 47 1123 2.4x 2/11
XLM-R large 77 109.9 1.4x% 2/11

reports the configurations used in the original study’s main comparison; the remaining models are documented
in Loffler et al. (2026). Pipelines were implemented in Haystack.

Reasoning effort was disabled for all models. No temperature or nucleus-sampling parameter was set, so each
provider’s default sampling behavior applied throughout. Each configuration was run five times with seeds 1-5.

All reported LLM results use dense retrieval with “intfloat/multilingual-e5-large” (1024 dimensions) over a Qdrant
store built exclusively from the gold training split, returning the top k = 5 passages. No reranking stage was applied.

The RAG prompt instructs the model to act as an automated classifier and to emit only a parsable list of label
strings. It then supplies the permitted label set, the retrieved clauses with their gold annotations, and the query clause.
The few-shot prompts are static per shot count (1, 3 and 5 shots per class), constructed by spaced sampling over clause
length so that examples span the length distribution, and shuffled to mitigate recency bias.

C. Per-Class Performance Breakdown

Table 18 reports test F1 for every class under strict supervision and under soft sequential distillation, together with
the support and gold prevalence of each class. It supports the interpretation offered in Section 6.2, that the Macro-F1
gains reflect improved recognition of rare subtypes rather than a uniform improvement.

Splitting each family at its median gold prevalence, weak supervision improves the eleven tail classes by 5.00 F1
on average against 1.60 for the thirteen head classes, a threefold difference. The largest gains fall on rare types. GRAY
des det improves by 40.8 points and DARK ch by 19.4.

The pattern is not uniform improvement. Four classes remain at zero F1 under both methods: ILLEGAL COT
and ng, DARK er and GRAY des us. Three of these have only two or three test instances, so no method can be
meaningfully evaluated on them here. Some classes also regress, most notably GRAY des inf at —11.5. The gain
is therefore tail-weighted rather than universal, which is what the mechanism in Appendix A predicts. Soft targets
redistribute supervision toward rare subtypes, raising the equally weighted Macro-F1 at a modest cost to the frequent
labels that dominate Micro-F1.

D. Per-Task Significance Tests

Table 19 reports the Soft-SDS against Sup-Base comparison separately for each of the 15 backbone—category tasks,
with n = 5 seeds per test and Holm correction applied across the 15 comparisons. We include these for completeness
but do not base claims on them, because the tests have little power, and instead refer to the aggregate analysis of
Section 6.5 for evidence.
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Table 18

Per-class test F1 for BETO, strict supervision against soft sequential distillation, averaged over five seeds. Support is
the number of test instances carrying the label. Prevalence is measured on the abusive portion of the training split, and
head/tail splits each family at its median prevalence, matching Appendix A. Per-class metrics were recorded by the revision
runs rather than the original ones, so column aggregates differ from Table 7 by seed-level noise.

Family Class Sup. Gold % Sup-Base Soft-SDS A
ILLEGAL cOT 2 1.1 0.0 0.0 +0.0
LPC 16 10.2 5156 56.5 +4.9
LPC INT 15 9.8 62.9 62.0 -0.9
LPC JUS 7 45 29.7 29.9 +0.2
LPC PRO 34 21.3 70.0 69.2 -0.8
NA 67 42.5 82.7 82.4 —-0.4
RC 19 12.4 82.6 87.9 +5.3
acp 3 2.4 28.0 233 —4.7
ng 2 1.3 0.0 0.0 +0.0
DARK ch 7 5.4 40.7 60.1 +194
cr 45 37.1 85.1 86.4 +1.4
er 8 6.4 0.0 0.0 +0.0
1td 57 46.3 89.3 89.5 +0.2
nod 13 111 92.7 91.4 -1.3
ter 8 6.9 30.7 41.4 +10.7
GRAY bfe 15 12.9 16.4 321 +15.7
des def 9 7.8 93.1 91.0 -2.1
des det 8 6.6 16.2 57.0 +40.8
des inf 7 5.1 78.5 67.1 —11.5
des lic 5 3.7 100.0 100.0 +0.0
des reser 36 31.0 74.5 77.9 +3.4
des risk 37 32.0 77.9 79.8 +1.9
des uni 35 31.7 82.1 75.6 -6.5
des us 3 2.4 0.0 0.0 +0.0
Mean over tail classes (11) +5.00
Mean over head classes (13) +1.60
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